
P a g e  1 | 26 
 

 

 

 

 

 

 

 

Deliverable number: D3.1 

Deliverable Title: Report on generic reduced control units for complex action sequence 

formation. 

Type: Public (Internal, Restricted, Public) 

Authors: Michael Fauth, Jan-Matthias Braun, Nan-Sheng Huang 

Contributing Partners: UGOE, SDU 

 

 

 

 

 

 

 

 

 

 

 

 

 

Project acronym:               Plan4Act 

Project Type: RIA 

Project Title:  Predictive Neural Information for Proactive Actions: From Monkey Brain 

to Smart House Control 

 

Contract Number:             732266 

 

Starting Date:                    01-01-2017 

Ending Date: 31-12-2020 

 

 

         Contractual Date of Delivery to the EC:   31.12.2018 

         Actual Date of Delivery to the EC:    01.01.2019 

 

 

Ref. Ares(2019)834 - 01/01/2019



P a g e  2 | 26 
 

 

Content 

CONTENT ............................................................................................................................................... 2 

1. EXECUTIVE SUMMARY .................................................................................................................... 3 

2. INTRODUCTION .............................................................................................................................. 4 

3. CONTROL UNIT FOR ARTIFICIAL DATA ............................................................................................. 5 

4. ACTION-SEQUENCE PREDICTION FROM MONKEY DATA ................................................................... 7 

4.1 Experimental data and their mapping to the task .............................................................. 7 
4.2 Achievable classification performance .............................................................................. 8 

4.3 Deriving the behavioral paradigm from neural activities ............................................... 14 
4.4 Summary for recorded neural activity and smart house controller ................................ 15 

5. IMPLEMENTATION OF REDUCED CONTROL UNITS ON HARDWARE ................................................. 17 

5.1 Design-Space Exploration (DSE) of Multi-Layer Perceptron and Echo State Network . 17 
5.2 DSE for MLP ................................................................................................................... 17 
5.3 DSE for ESN .................................................................................................................... 20 

5.4 Generalization to different neural network controller .................................................... 24 
5.5 The interface between the FPGA and Smart House ........................................................ 25 

5.6 Conclusions for hardware implementation ..................................................................... 25 

6. REFERENCES ................................................................................................................................. 26 

 
  



P a g e  3 | 26 
 

1. Executive summary 
This deliverable describes the development of reduced control units to analyze proactive neural activities to 

control devices in the smart home environment [M1-30]. We cite from the proposal: “We will develop control 

units with their own transfer functions that encode main neural dynamics of cell assemblies developed in 

WP2 as well as their temporal information and recorded neural activity provided by WP1. …to arrive at robust 

and error free mapping from neural predictive inputs to actions.” 

These reduced control units are used in Task 3.2, Adaptable network controller [M19-42], and in parallel 

transferred to a hardware controller board with field-programmable gate array (FPGA) in Task 3.3 [M1-48]. 

Together with deliverables D1.2, D2.2, and D4.4, this deliverable is a means of verification for milestone M3, 

TRL3 – Proof of concepts (Smart house control using the software controller, Test 1, DEMO1). 

The report is structured as follows: First, we describe candidates for network controllers and their evaluation 

on artificial data (chapter 3; compare the first periodic report) as well as on recorded neural activity 

(chapter 4). This will include a summary of predictive neural activity decoding in software, subject to 

performance measures form Test 1. Second, based on this evaluation, we detail the preliminary choice made 

for the ongoing implementation of reduced control units on the FPGA and the process of the implementation 

of reduced control units for hardware implementation (chapter 5). 
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2. Introduction 
To achieve a robust and error free mapping from neural predictive inputs to actions, in a first step, we are 

evaluating methods, which can produce such a mapping, i.e., the decoding of the predictive activity. The 

evaluation covers two parts. First, the identification of methods, which can provide a robust and error free 

mapping from neural predictive inputs to actions, including a discussion of their performance, and second, 

the evaluation of the implementation of reduced control units on the FPGA, while preserving the precision 

of the mapping. 

Due to the time needed for the setup of the experiment and the experimental procedure, the initial 

evaluation in 2017 was carried out on synthetic data created with a theoretical model for sequence learning 

(SORN; see D2.1 for more details and the 1st periodic report). The result was a framework for evaluating a set 

of methods, as multi-layer perceptrons, k-nearest neighbor, linear discriminant analysis, and echo state 

networks, on different data sets, including a procedure to determine the minimally required precision under 

preservation of the precision for hardware implementation. 

Already at the first review meeting in Brussels in 2018, we have been able to demonstrate a prototype 

controller, working on artificial data, which was directly controlling a simulated version of the smart house, 

based on the decoding of sequences in the artificial data. Since then, on the side of the data, recorded neural 

activity got available, and on the side of the smart house interface, tests with interface to the real smart 

house have been conducted (see also D4.3). 

Concerning the currently available recorded neural activity, we would like to note the following: First, the 

recorded neural activity is not covering all desired areas (M1, PMd, PRR1) simultaneously at the same time, 

but only one area per experiment. This results in smaller data sets and available information per trial than 

we expect in the final state of the project. Second, the recorded data is from a state when the smart cage 

setup was not complete such that the start and the end of an action cannot exactly be identified in all cases. 

This means that, when the monkey moves towards a target it wants to touch, we cannot accurately 

determine when the movement stops, and the reaching movement starts nor how large a suspected overlap 

of these actions is. These are no shortcomings in general, but arises from the fact that the data analyzed in 

depth for this report is not from the final smart cage setup. Future versions of the recordings will not have 

these shortcomings and provide easier means of training and interpretation. 
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3. Control unit for artificial data 
In this chapter, we will briefly repeat the main results and conclusions from the work of WP3 as described in 

more detail in the 1st periodic report. 

As candidate methods for network controllers, we evaluated multi-layer perceptrons (MLP) and echo state 

networks (ESN). These network-based methods have been compared with classical classifiers, like k-nearest 

neighbor (KNN) and linear discriminative analysis (LDA). These two sets of methods were chosen for initial 

screening to be able to define a suitable baseline for the performance, as well as to make sure that a 

premature choice of network controllers does not degrade the performance of the final system. 

The first version of artificial data (SORN; see D2.1 and Hartmann et al., 2015) has several differences to real 

recorded neural activity. While single actions in the experimental data can span up to several seconds, the 

artificial data employed actions lasting one time step of simulation time emulating a few milliseconds. This 

implies that in the artificial data the neural activity during an action does not show any dynamics which could 

be used for an accurate read-out – the activity is only dynamic on the time scale of the whole sequence of 

actions. 

Concerning the prediction quality on this artificial data, the MLP performed worst of the tested methods 

when testing the ability to discriminate the sequences ABC and ABD, whereas the k-NN and LDA provided 

the best performance with a slight lead to the ESN. All methods improved their classification after the 

branching point considerably. For this simple state to action mapping, the bad performance for the MLP 

seemed drastic and was strongly connected to a huge distribution of performances, i.e., the training outcome 

was strongly fluctuating. Thus, for the MLP, the performance depends to the choice of the testing set stronger 

than for the classical classifiers. 

Despite these results, our working hypothesis is that in experimental data the ongoing neuronal dynamics 

during an action contains important information supporting the read-out and prediction of the upcoming 

actions. To make use of this information we are confident that the used classifier requires an internal memory 

to compare and evaluate data from different points in time (in contrast to step-by-step evaluation). In 

contrast to all other tested methods, the ESN has such an inherent memory due to the recurrent network 

structure. Depending on the parameters chosen, an input projected to the ESN can leave “memory traces” 

in the ESN‘s activity quite long due to the recurrent connectivity. These traces can be used to evaluate time-

smeared data as the expected experimental data. However, the exact tuning of the ESN‘s parameters 

influencing, amongst others, the inherent memory is difficult and different variations of ESNs have to be 

evaluated. 

Concerning the FPGA implementation, MPLs are advantageous due to the highly structured network 

topology, which allows implementing them on FPGAs with minimal memory, area, and bandwidth footprint. 

On the other scale of complexity, ESNs provide a less restricted network topology including random 

connectivity between all units including recurrent connections. This unstructured topology provides a test 

case suitable to evaluate the hardware implementation details for all possible complex network topologies. 

However, for initial hardware development, we chose a MLP as for the build-up of network controllers in 

hardware, the highly structured topology provided a good first step to build up the know-how and methods 

needed for more complex topologies. Especially for the analysis of the runtime behavior and searching of 

implementation errors, the simple topology was beneficial. 

Based on this work, the development of an integrated solution for the design, training, and deployment of 
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networked controller methods on FPGAs was identified as possible candidate for exploitation. In this regard, 

we need to provide a more complete set of network topologies and transfer functions to enlarge the 

applicability of the exploitable product. This development can be carried out in parallel, for example by 

student programmers. 
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4. Action-sequence prediction from monkey data 

4.1 Experimental data and their mapping to the task 

Since the 1st periodic report, parallel to our efforts to implement the reduced control unit, we started to 

investigate in more detail the classification and predictability of action sequences from spike-train data 

recorded in monkey experiments shared by our partner DPZ. Hereby we especially focus on the feasibility of 

implementing Test 1 for Milestone 3 (ABC versus ABD). As this crucially depends on the available data, we 

will shortly summarize the experimental conditions and properties of the shared data here. 

The data was recorded from two monkeys in DPZs reach or smart cage (Berger and Gail, 2018). In the 

experiments, the monkey had to adopt a starting position and press two buttons to signal their readiness for 

the next experimental trial. Then a visual cue signaled them, which target they should touch to receive a 

reward. However, the touching action needed to be delayed until a go cue was received. Hereby, the visual 

cue was active all the time until the end of the respective trial. The cage contained eight reach targets, four 

of which were installed in reaching distance to the starting position (near targets) whereas another four were 

located further away (far targets), such that the monkey needed to walk to the targets before being able to 

touch them (walk-and-reach task). Thus, in order to reach the far targets an action sequence of walking and 

touching had to be performed. As there were multiple far targets, the data is suitable to investigate the 

distinction of overlapping sequences ABC vs ABD (A: starting position; B: walking; C,D: touching respective 

target). In contrast, the close targets are suitable for testing the AC vs AD classification as no intermediate 

action must be performed. Thus, the prediction of AC vs AD as well as a comparison with a prediction of ABC 

vs ABD as described in test 1 is possible with this data. 

During the experiments, the timing of all touching events and cue presentations was logged such that it could 

be used together with the neural recordings from the same experiments to train our control units. Hereby, 

we used already spike-sorted neural data from multi-electrode arrays, which had been implanted in different 

brain areas (motor cortex M1, PRR and PMd). In Table 1, we summarize the number of neurons identified by 

spike sorting and the number of trials for each experimental target. Up to the state of the deliverable, we 

had a comparably small number of units, i.e. a high sparsity, as well as a small number of trials available. 

Obviously, these numbers will increase during the project. 

As sketched above, we will consider the waiting for the go cue in the delay phase, which is terminated by 

releasing the buttons and leaving the start position (movement onset) as action A and the reaching for the 

targets, which is terminated by the touch signal, as action C or D. Although there is no clear signal indicating 

the end of walking (i.e. action B), the data can be used to test action and sequence decoding and quantify 

performance in line with test 1. 
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Monkey Area MEA # Units Trials Date Monkey Area MEA # Units Trials Date 

Luk M1 3 38 201 18.01.18 Luk PMd 6 31 248 14.06.17 

Luk PRR 1 25 215 08.05.18 Luk PRR 1 19 253 15.06.17 

Luk M1 4 37 241 15.05.18 Luk PRR 2 22 302 16.06.17 

Luk PMd 5 34 194 16.05.18 Kru M1 17-3 36 355 07.03.18 

Luk PMd 6 33 192 22.05.18 Kru PMd 17-5 33 227 08.03.18 

Luk PRR 2 34 161 31.05.18 Kru PRR 17-1 30 193 09.05.18 

Luk M1 4 34 305 30.05.17 Kru PRR 17-2 30 262 15.05.18 

Luk PMd 5 32 397 01.06.17 Kru PMd 17-6 36 270 24.05.18 

Luk M1 3 29 274 09.06.17 Kru M1 17-4 32 220 06.06.18 

Table 1: The available data sets contain around 20-35 identified units for each experimental area and 25-50 trials for 
each target. 

 

4.2 Achievable classification performance 

As for the artificial data before, we use our processing pipeline to test different decoders or methods to 

classify the action sequences from the experiments (see 1st periodic report). While the experimental data 

consists of the spike times of individual units, the data was aligned to fixed time-bins. Even though there are 

methods that can identify spatial-temporal patterns in populations of spiking neurons (Gütig, 2016; Russo 

and Durstewitz, 2017), these methods typically need many sample spike-trains to learn the respective 

patterns and be able to generalize it to unseen samples. As the experimental data does not have such a high 

number of samples, we decided to convert the spike-times to firing rates and thereby already implement a 

certain level  of abstraction and generalization. For this, we divide the time axis into disjunct time-bins aligned 

to the experimental signals and determine the firing rate by counting the spikes in every bin. To use classifiers 

which have been trained on this data in a time-continuous fashion, one or more moving windows filters with 

a window size corresponding to a time-bin are used as input. 

Proactive control can be achieved, if we can predict the target that the monkey will touch before he reaches 

it. To estimate the possible prediction performance, we use the activity during action A and train classification 

algorithms to predict the following actions or action sequences. For the AC vs AD task, these algorithms are 

only trained and evaluated on the experimental trials on the near targets. For the ABC vs ABD task, the 

algorithms were trained on data from far targets. Also, we performed classification on the trials with the 

close and far outmost left targets to investigate the AC vs ABC prediction.  

To assess how much predictive power the data provides, we evaluate the prediction accuracy of the classifiers 

tested on the synthetic data (K-nearest-neighbors, support-vector machines, perceptrons and at this stage) 

and compared it with a few other state-of-the art classification algorithms. As each of these algorithms picks 

up different features, testing a multitude of classifiers allows us to judge and find the maximal accuracy, 

which is possible on the given data. To find out, whether there is temporal structure, we binned the data in 

intervals between 100ms and 400ms length and used multiple (between 1 and 4) of these intervals as the 

input to our classifiers. If there were temporal structure in the data, we would expect that, e.g., classification 

on 400ms intervals is worse as if we divide the data into four 100ms intervals. 

To match the classification performance with the progression of an experimental trial, the intervals that were 

used for training and classification were aligned with (or triggered by) the behavioral signals from the 

experiment. More precisely, we chose the time-intervals used for classification such that the last time interval 



P a g e  9 | 26 
 

used for classification ended at the respective signal. In particular, we looked at the time-point when the 

visual cue and the go cue are switched on as well as at the movement onset. Figures Figure 1 and Figure 2 

depict the results of these classifications in area M1 of monkey luk for the K-nearest neighbor algorithm (KNN 

with 5 neighbors, KNN-3: with 3 neighbors), for support vector machines (SVM: with linear kernels; SVM-

POLY:  polynomial kernels;  SVM_RBF: radial basis function kernels), for a linear discriminant analysis (LDA), 

for multi-layer perceptrons with one hidden layer (PERC3: 20 hidden units, PERC3-S: 10 hidden units) as well 

as 2 hidden layers (PERC4: 10 hidden units each), decision trees (TREE), random forests (FOREST) and 

extremely random forests (EFOREST).   

For each classifier, we evaluated the prediction accuracy for a distinction between the two outmost close 

targets (top row, AC vs AD), the two outmost far targets (middle row, ABC vs. ABD), and the leftmost near 

and far targets (bottom row, AC vs ABC). For each combination of experimental dataset, used intervals, signal 

and targets to predict, we performed 20 individual trainings for each algorithm (overall around 40.000 

training runs per algorithm) and tested the prediction performance on previously unseen parts of the dataset 

(Monte-Carlo cross validation with 80%-20% split). 

We find that, in general, all tested classifiers yield the same results indicating that we indeed use the maximal 

possible prediction power for the data. At the time point of the visual cue, all predictions are at chance level. 

At the time point of the go cue, the neural activities can be used to discern the AC vs ABC with about 70-80% 

precision, but the targets of the movements can be decoded neither for the AC vs AD nor for the ABC vs ABD 

task. Only at movement onset, these sequences can be distinguished. Hereby the distinction between two 

far targets (ABC vs ABD) remains at a precision of around 70%-80% whereas – as expected - the near targets 

can be predicted a little bit better. The distinction between near and far targets remains at a high level. 

Interestingly, the classifications involving a near target become better when more bins are used. This might 

indicate that the preparatory activity in motor cortex contains some temporal structure that can be 

extracted. But this can also mean that the activities are unreliable, and more samples are needed to perform 

a good classification. As all the classifiers yield similar results, we will only present the results for the 

perceptron with two hidden layers in the following, while checking that they also hold for all other tested 

classifiers. 



P a g e  10 | 26 
 

 

 
Figure 1: Classification results at different time points and bin sizes on data from monkey luk recorded in area M1 (array #3, 6.9.17) 
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Figure 2: Classification results at different time points and bin sizes on data from monkey luk recorded in area M1 (array #3, 6.9.17) 

 



P a g e  12 | 26 
 

We next wanted to compare the achievable classification performance from motor cortex data to data from 

other areas. When we repeat the classification for PRR, we find that the prediction of the near targets is 

slightly better at the go cue as well as the near-far distinction can be predicted even better than from M1 at 

movement onset. These distinctions become almost perfect when considering neural activities from PMd 

(Figure 3). The distinction between far targets is worse than from M1 in PRR and comparable in PMd, when 

considering multiple time-bins. Similarly, PMd also predicts the near-far distinction at the go cue and 

movement onset with a very high accuracy when more than one time-bin is used. 

 

 
Figure 3: Classification results at different time points and bin sizes on data from monkey luk recorded in area PMd 
(left, array #5, 1.6.17) and PRR (right, array #1, 15.6.17). For simplicity, only results for the Perceptron classifier with 

two hidden layers are shown.  
 

Next, we analyzed whether the classification accuracy would change over time, especially how long after the 

visual cue predictability emerges and whether the prediction accuracy can be improved when classification 

is performed even after movement onset. Therefore, we investigated the classification performance for 

classification time points, which are shifted relative to the signal-events considered above. Here, we only 

take into account time-bins of 100ms length, but allow the classifiers to train on one, five, or even ten 

successive time-bins. For this, we consider the end of the last time-bin as the time point of the classification. 

However, typically the results improve only marginally, when more time-bins are used. 

Generally, we find that, for the planning related areas PRR and PMd, the prediction accuracies increase 

already shortly after the visual cue ( 

Figure 4, left column). Hereby, far targets can only be distinguished from PMd activity, whereas near targets 

and near-far distinction reach high levels around 300-400ms after the visual cue. This indicates that indeed a 

plan is devised shortly after the visual cue while its execution is delayed until after the go cue. Accordingly, 

the classification performances in PMd remain at a relatively constant high level around the go cue. On the 

other hand, classification accuracy from PRR increases before the go cue. The accuracy for far target 

distinctions is still pretty poor in both areas but slightly better in PRR. Also, around the go cue, the 

classification performance in M1 increases for near targets and the near-far distinction.   
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Figure 4: Classification accuracy at different time points around the behavioral signals.  
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Finally, around movement onset we see strong increases of the prediction accuracy for all classifications and 

areas. This can be attributed to preparatory activity that finally leads to releasing the start button, which 

triggers the movement onset. We find that, for near targets or the near-far distinction, accuracies of almost 

100% can be reached shortly after movement onset. For the far targets, a maximum of around 90% can be 

reached 200-300ms after movement onset. Note, this would still predict the touched target up to 1000ms 

before it is reached, which implies a large time gain by proactive control. More generally, the increase of 

prediction accuracy around the movement onset, which we consider the end of action A, implies that there 

is a tradeoff between the time that can be saved by proactive control and the accuracy of the derived control 

signal. 

In summary, the neural activities, especially from PMd are suitable to predict action sequences before they 

are executed such that proactive control, as proposed by this project, is feasible. 

 

4.3 Deriving the behavioral paradigm from neural activities 

So far, we considered the accuracy for classifying the activity at time points that mark the transition between 

actions given by the behavioral signals from the touch targets in the Smart Cage. However, for the Smart 

Home use-case, proactive control probably needs to work also without these behavioral readouts. Therefore, 

we investigated, whether the neural activities would also allow us to predict the time points of the transition 

between actions. For this, we split the spike-trains into 100ms windows in which we evaluated the firing rate. 

Then, classifiers are trained to predict the current phase of the experimental trial based on the last 5 time-

bins. More precisely, we trained one classifier for each transition between actions or in our case every 

behavioral signal. Then we evaluated how precisely the first prediction of each transition matched with the 

behavioral signal and how often the classifier changed its decision during each experimental trial. In Figure 5 

we exemplary show the results for predicting transitions with perceptrons comprising 2 hidden layers with 

10 neurons each which have been trained and tested only on trials with the outmost far targets (i.e. ABC vs 

ABD test, histograms from 20 individual trainings with a 80:20 split between training and testing dataset). 

The go cue, which is an externally applied signal, cannot be predicted very precisely from any brain area. 

However, the time point for the movement onset, which is related to self-generated behavior, is very well 

predictable within a 100ms interval. In addition, in most of the cases the classifier for movement onset only 

makes a single transition. However sometimes, after the rightly predicted (first) transition, the classifier 

misclassifies for one or two time-bins, probably due to untypical activities, which results in another two 

changes of the classification result in the histograms at the middle row in Figure 5. This happens least often 

in PMd and most often in PRR. Likewise, the histograms for the number of changes in the classification 

decision are very broad for the go cue. 

In the next step, we used the predicted time points to predict the target of the action sequence. For this, 

different classifiers were trained on the last 5x100ms time-bins before the respective behavioral signal (i.e. 

with the ground truth transition times) and used to predict the target of the sequence at the time points 

predicted from neural activity. Hereby, the same split between training and testing set was used for both 

classifiers such that both were tested on unseen data. We find that, for the movement onset, the 

performance of these stacked classifiers is indeed comparable to the performance of the signal-aligned 

classification on the far targets in all tested areas. 
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Figure 5: Prediction of action transitions and classification performance at predicted time points. (Top) Probability 

density for the time difference between the (first) predicted action transition and the corresponding behavioral 
signal. (Middle) Number of changes in the predicted phase. (Bottom) Classification accuracy for far targets when 

classification is performed at the first predicted transition time. 

 

Thus, proactive control is indeed possible and that no external signals are needed to determine the end of 

an action and/or the right time-point to predicting the upcoming action sequence. Instead, together with the 

time-dependent classification results in  

Figure 4, this approach can be used to freely adjust the controller within the trade-off between the time-gain 

in proactive control and the accuracy of the prediction. 

4.4 Summary for recorded neural activity and smart house controller 

The results presented in the previous section showed the classification performance for a software controller 

on recorded neural activity. Depending on the experimental signal, we observe good classification results, 

i.e., around the go cue for near/far distinction and around the movement onset for determining the individual 

reach targets. This is in general about one action ahead and we see typical classification results between 

70 and 80 %, sometimes higher. 

For the time benefits of proactive control, we have shown a speed up by about 1 s. A speed up factor cannot 

that easily be given, as the clear start and end of the individual actions cannot be matched to the 

experimental signals available. Nonetheless, the 1 s spans the one most time-consuming task in this 

experiment, the movement to the far target, which dominates the overall sequence execution time. 

Correspondingly, high speed up factors would be expected for different types of actions. 

The combination of the software controller with smart house interface has already been presented at the 

Brussels review meeting. Thus, we are confident to say, that we can apply all these results directly to smart 

house control. The performance of the MLP being on par with the other tested methods allows us to reuse 

and adapt the MLP hardware demo shown at the Brussels meeting to replicate this state of the software 
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controller on the hardware side quickly. 

As already mentioned, the current experimental setup is different from the final smart cage setup. For 

example, we do not have access to all arrays for recording at the same time. Furthermore, the experimental 

action sequence will be better matching in the future. From the developments here, we do not only expect 

a higher volume of data per trial and a better match to the ABC/D sequence paradigm, we also expect a 

higher number of experimental trials, which might allow to exploit further methods which require a higher 

number of training methods. 

We would like to note that the investigation of echo-state-networks is not as advanced as that of the here 

presented methods. Due to their inherent memory, they are trained on a continuous data stream instead of 

the constructed features for a specific point in time. Another set of interesting candidates are methods used 

for language processing, which are also trained to work on sequences. However, these also need a high 

amount of training data. 

Besides these checks on further methods, future work in this line will consolidate given more complex tests, 

distractors, and the network controller. 
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5. Implementation of Reduced Control Units on Hardware 

5.1 Design-Space Exploration (DSE) of Multi-Layer Perceptron and Echo State Network 

The objective of this section is to profile and explore the computational complexity and generic building 

blocks of Multi-Layer Perceptrons (MLP) and Echo State Networks (ESN) as a baseline for generic hardware 

implementation of neural network units in the near future. First, MLP is a standard type of feed-forward 

neural network and ESN is a standard of recurrent neural network. Thus, both algorithms cover most of basic 

topologies of neural network controller. Next, the analysis can accelerate the final implementation of 

network controller design, which the correctness of simulation results of decoder algorithm mainly depends 

on the quality of recorded monkey data in the animal experiments. 

For each type of neural network, first, the introduction of network architecture is presented. Then, the 

building blocks with analysis of computational complexity are conducted. Finally, the discussion of further 

extension to deep neural network from building block's view is elaborated. Please note that all the following 

analyses only cover the untimed behavior of the network controller and does not cover the timing analysis 

related to hardware design. 

5.2 DSE for MLP 

As shown in Figure 6, the selected architecture of MLP comprises 113 neurons distributed across one input 

layer, two hidden layers, and one output layer. The input layer consists of 80 pass-through neurons and one 

bias neuron. The objective of pass-through neuron is just to transport the external input to internal neurons 

without any further operation. For the bias neuron, it only emits output to next layers without any input 

stimulus. 

 
Figure 6: Architecture of MLP 
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The MLP utilizes the topology of full connectivity with a specific weight value to connect neurons in between 

adjacent layers. For instance, the input pass-through neuron 0 in the input layer is fully connected to all 

neurons in hidden layer 1. Apart from that, for the neurons located at hidden layers and the output layer, all 

outputs from all neurons of the previous layers are multiplied with associated weight values and then 

accumulated as consolidated single input to the neuron. Then, the output of the neuron is evaluated by a 

corresponding activation function. In this case, the neurons of hidden layers are equipped with a linear 

transfer function and the neurons of the output layer are allocated with a sigmoid non-linear function. For 

bias neurons and input neurons, they do not have an activation function. 

From the viewpoint of data stream flow, the input data is regularly processed by each neuron and then 

forwarded to the next layer without any feedback loop. Thus, the data depends only on the output of the 

previous layer, which is good for streamline processing without additional buffers.  

It appears that the generic building block of MLP are composed of 3 types of neurons, two types of activation 

functions, and plenty of wire connections. However, from the mathematical perspective, it is revealed that 

the core computational kernel of the MLP is a matrix-vector multiply (MVM) in addition to two types of 

activation functions. As it can be seen from Figure 6, the connections between layers can be elegantly 

abstracted by a weight matrix. In virtue of representation of a weight matrix, the operation of MLP can be 

elaborated as a series of MVM operation with activation functions inserted in between. The major advantage 

of MVM compared to the representation by individual neurons is that the more abstract representation is 

much easier for hardware design and design-space exploration in terms of optimization space constructed 

by power, delay, latency, throughput, and area.  

While it comes to the analysis of the computational complexity of MVM, given that there is one weight matrix 

with dimension m x n and an input vector with dimension n x 1, it requires fetching n values from the weight 

matrix and n values from stored memory. This has to be done such that the following multiply-accumulation 

(MAC) operation can be carried out being a generic building block of MVM. As a result, it needs to complete 

m x n times MAC operations per MVM together with mn+n times memory access. 

For the building blocks of activation functions, sigmoid is a non-linear function and cannot be implemented 

by hardware directly. Hence, proper numerical methods have to be exploited to approximate the nonlinear 

function for further implementation. In this project, a 13 segments piece-wise linear (PWL) approximation 

for the sigmoid function is employed as shown in the schema below. The basic building block of PWL 

approximation consists of comparator, multiply, and adder logic, which are all available in hardware 

implementation. Figure 7 demonstrates the associated approximation error, which is small enough. 

 

 
Figure 7: Analysis of approximation error of 13-segment PWL Sigmoid Function 
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float out; 

if(in > 6) { 
out = 1; 

} 
else if(in > 5){ 

out = (in * 0.004) + 0.974; 
} 

else if(in > 4){ 
out = (in * 0.011) + 0.938; 

} 
else if(in > 3){ 

out = (in * 0.029) + 0.868; 
} 

else if(in > 2){ 
out = (in * 0.071) + 0.744; 

} 
else if(in > 1){ 

out = (in * 0.1495) + 0.59; 
} 

else if(in > -1){ 
out = (in * 0.2383) + 0.5; 

} 
else if(in > -2){ 

out = (in * 0.1495) + 0.412; 
} 

else if(in > convert_f2i(-3)){ 
out = (in * 0.071) + 0.258; 

} 
else if(in > -4){ 

out = (in * 0.028) + 0.129; 
} 

else if(in > -5){ 
out = (in * 0.0111) + 0.061; 

} 
else if(in > -6){ 

out = (in * 0.004) + 0.026; 
} 

else { 
out = 0; 

} 
return out; 

 
Schema: PWL approximation of Sigmoid function 
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Figure 8: Layered Architecture of MLP 

 

When all the feasible generic building blocks of the layered architecture are combined, we obtain the 

ultimate architecture of MLP as shown in Figure 8. The Qx.y format listed in the figure is with regard to the 

fixed-point format, which is beyond the scope of the documentation. As it can be seen from Figure 8, each 

layer only comprises generic building blocks including MACs, activation functions, and memory. Owing to the 

untimed characteristic of the analysis, the memory buffer is not drawn in the figure. Moreover, the generic 

layered architecture can be further duplicated to extend as deep MLP, which means to have as many hidden 

layers as possible. 

5.3 DSE for ESN 

As shown in Figure 9, the basic architecture of an ESN is composed of one input layer, one reservoir layer, 

and one output layer. There are connections in between layers. In this case study, connections of input-to-

output layer and output-to-reservoir layer are not used temporary. Given that the input layer has 200 

neurons to transport 200 samples per input vector, the functionality of each neuron of the input layer is the 

same as in the MLP-case discussed before. For the connection between input and reservoir layer, it is not 

fully connected but randomly in conjunction with a given sparsity, which is determined at the first design 

time. For the reservoir layer, it consists of 100 neurons with random connections in between, which have a 

specific unchanged sparsity defined in the beginning. The output layer only has 10 neurons. The connection 

of reservoir-to-output layer is fully connected. 
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Figure 9: Basic Architecture of ESN 

 
 

For those neurons in the reservoir and output layer, the basic building blocks are MACs and tanh activation 

function, which are similar to the neurons of hidden and output layer in MLP. The data flow of an ESN does 

not only depend on the output of the previous layer but also on the output of the recurrent connections (the 

previous state of the own lazyer). For the non-linear activation function tanh, it can also be approximated by 

PWL method (see above). As shown in  

Figure 10, the 16-segments PWL model is exploited. 

 

 

 
 

Figure 10: Analysis of approximation error of 16-segment PWL Sigmoid Function 

 



P a g e  22 | 26 
 

 
Figure 11: Determination of Tanh(x) from sigmoid function 

 
Furthermore, from the mathematical viewpoint, tanh can be calculated by the sigmoid function (Figure 11). 
This implies that the generic building blocks for the nonlinear activation function can be further reduced to 
the sigmoid function. However, from the PWL methodology view, it is feasible to implement a reconfigurable 
PWL function to approximate any non-linear functions. 
 

 
Figure 12: Mathematical model of an ESN used in this study 

 

From the mathematical perspective as shown in Figure 12, the two random connections are represented by 

Wsys and Win with a given sparsity respectively. For the calculation of y(t), the matrix operation is also MVM 

since Wout is fully connected. However, because Wsys and Win are sparse matrices, the area of hardware 

implementation can be further optimized if the generic building block goes with Sparse Matrix-Vector 

Multiplication (SpMVM) instead of MVM. SpMVM is a kind of irregular algorithm but only stores non-zero 

values of the weight matrix. 

Given that a reservoir of an ESN has 300 neurons with a sparsity of 80%, as shown in Figure 13, the reservoir 

consumes 18M MAC operations per second (OPS) being 18 times compared to an MLP consisting of 113 

neurons. Please note that A.F OPS represents activation function operation per second.  

 



P a g e  23 | 26 
 

 
Figure 13: Analysis of Required Computations 

 
From the aspect of the memory footprint, the following two parts of an ESN are analyzed: First, Figure 14 

demonstrates the memory usage of neuron states. X means the number of neurons in ESN and M represents 

the word-length of the neuron state after computation. Figure 15 depicts the analysis results of memory 

usage of synaptic weights under given sparsity. As it can be seen from both figures, it is clear that the memory 

usage of synaptic weights dominates the area of memory consumption in ESN hardware implementation. 

 

 
Figure 14: Analysis of Memory Usage of Neuron State 

 
 
 

 
Figure 15: Analysis of Memory Usage of Synaptic Weights 

 
 

After consolidating the aforementioned analysis of ESN algorithm and building blocks, Figure 16 shows the 

draft version of the pipelined ESN-hardware implementation constructed by the generic building blocks. The 

blue circle means SpMVM block and the yellow circle is the MVM module. The two red circles represent 

scalar multiplier only. In the bottom of the architecture, the output of the adder is restored to the memory 

block of the reservoir state to simulate the behavior of the previous state. Moreover, the discussed generic 

building block can also be used to implement a deep ESN, which is not discussed in the document. 
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Figure 16: Pipelined Architecture of ESN implementation  

 

5.4 Generalization to different neural network controller 

With regard to the generalization to different neural network controller, after analyzing the MLP and ESN 

algorithm from both mathematics and CDFG architecture, we find that the existing devised architectures 

can be extended to the hardware implementation of other types of neural networks via the creation of 

different activation function template libraries and new types of network template. For instance, if we 

leverage the layered architecture of MLP and replace the activation function by a Gaussian function, it 

becomes the radial basis function (RBF) kernel. From the perspective of hardware implementation, we can 

achieve this by the creation of an approximated Gaussian function with appropriate numerical methods and 

keep others unchanged. Thus, from the analysis, the future action is to keep the template library of the 

hardware implementation of activation functions as flexible as possible.  
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5.5 The interface between the FPGA and Smart House 

As shown in Figure 17, the interface connection between FPGA and the smart house is Ethernet and the 

software interface is http protocol. Thus, we equipped the FPGA platform with Ethernet with Linux running 

up over embedded processors. For the interoperability test, 4 basic test cases with different action control 

in the real smart house of UPM were conducted and all tests pass. It can be seen from  

Figure 18, the FPGA platform executes corresponding http commands for the smart house. 

 

 
Figure 17: The interface between the FPGA and the Smart House 

 
 

 
 

Figure 18: Real InterOperability Test (IOT) results 

 

5.6 Conclusions for hardware implementation 

Besides the numerical and mathematical approximations included in the implementation of the reduced 

control units and their transfer functions, the implementation of the network topology requires considerable 

effort for the development of suitable methods. Both determine the available bandwidth and area left for 

complex topologies for future network controllers. 

Since the start of the project, a basic network controller topology based on multi-layer perceptrons has been 

implemented and tested as a proof of concept for complex controller architectures and topologies. Recent 

analysis of recorded neural activity indicates that this implementation can be reused for the currently 

available experimental data. 
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The current work in progress, the implementation of echo state networks, allows extending network 

controllers on embedded hardware in terms of topological complexity. This development does not mark a 

decision for a final controller. To the contrary, controllers of simpler topology will benefit from the knowledge 

gained from the higher constraints on bandwidth and chip area usage; also, the library of available transfer 

functions is growing as a side effect of ongoing implementations. Thus, the implementation of echo state 

networks provides a robust framework and the necessary experience for the implementation of network 

controllers featuring complex topologies and highly optimized transfer functions on the FPGA. The choice to 

implement echo state networks in the second step was done as to not restrict the applicability of the ongoing 

work concerning hardware implementations. Echo state networks feature the most generic network 

topology, i.e., sparse, random, and recurrent connectivity. We start with a basic set of transfer functions, 

which will be extended over time. 

While the current results of the analysis of the experimental data indicate that already implemented methods 

can be used, the ongoing implementation will provide a unique set of tools for further exploitation and reuse 

in the implementation of the adaptable network controller. 
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