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1. Executive Summary 
In this deliverable, we report our work related theoretical analysis of neuronal data from partner DPZ 

(WP1) to support the development and usage of hardware controller (partner SDU, WP3) to decode 

upcoming actions. For this, we followed two pathways: On the one hand, based on our previously reported 

computational model of sequence learning (deliverables D2.1, D2.2. & D2.3), we have developed a neuronal 

network that generates sequences in a reliable manner, comparable to the experimental data. On the other 

hand, we have developed and tested a set of mathematical tools to decode reliably the required information 

from neuronal data despite distractors. 

1.1 Development of computational model of sequence generation 

As described in previous deliverables, we were in search of a computational model that could robustly 

generate sequences of neural activity on a behaviorally relevant timescale in networks of spiking neurons. 

The aim is to find a model with structure/connectivity as well as activity that matches experimental data, and 

which can produce robust movement trajectories, even under variations in the input. We adapted the aniso-

tropic network model (Spreizer et al 2019), which is characterized by a very simple and biologically plausible 

connectivity rule. Neurons project a small proportion of the axons in a particular preferred direction and this 

direction is correlated for neurons that are close together. This leads to sequences of activity in the network 

that resemble those in the motor system. We further adapted the model and transferred it to the neuromor-

phic chip Loihi. 

1.2 Analysis of distractor-robustness of sequences 

For a computational model to be useful, it should match experimental data and be able to perform the 

function of the brain region being modelled. In the motor system, and in particular the motor cortex, this 

means that the computational model should produce robust activity sequences that progress reliably even 

under noise or unexpected changes in the environmental input. Here we demonstrate that the anisotropic 

network can do just this. Taken together with preliminary results on the match between the anisotropic net-

work and experimental data from the motor system of monkeys, we have identified the anisotropic network 

as a candidate model. 

1.3 Read-out of sequences from neuronal dynamics 

As described in the 2nd PTR and deliverables D3.1 and D1.3, we developed a distractor-robust decoding 

system being based on a perceptron structure. This system can identify upcoming actions in an action 

sequence from the neural activities that contain planning information. For this, we analyzed the neural data 

from partner DPZ (WP1) for different tasks to identify predictive features of planned actions in the neuronal 

data. Furthermore, we utilized the mathematical framework of manifold realignment (see also 2nd PTR) to 

make the decoding system robust against day-by-day variations in the experimental setup, and we show 

that the decoder is also robust against behavioral distractors. 

1.4. Link to other Work Packages 

Together with partner DPZ (WP1), we investigated the neuronal data and developed tools for this. Our results 

are transferred to partner SDU (WP3) for the development of the hardware decoder/controller. 
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2. Sequence Model Part I: General Setup and Dynamics 
Motor sequences unfold on a timescale of at least hundreds of milliseconds. However, single neurons fire 

action potentials on a much faster timescale of 1-2 milliseconds. It remains largely unknown how networks 

of spiking neurons can produce robust activity sequences on a behaviorally relevant timescale. In particular, 

spiking neural network models tend to be very unstable under variations in environmental stimuli (Sompo-

linsky et al., 1988; Van Vreeswijk and Sompolinsky, 1996; Brunel, 2000; London et al., 2010; Maass et al., 

2002; Sussillo and Abbott, 2009; Laje and Buonomano, 2013; Hennequin et al., 2014). There have been a 

number of proposals to stabilize these networks, but in general these require hard-wired circuity or plastic-

ity/learning, which is not biologically plausible (Laje and Buonomano, 2013; Hennequin et al., 2014; Pehlevan 

et al., 2018; Vincent-Lamarre et al., 2020; York and Van Rossum, 2009; Itskov et al., 2011; Murray et al., 2017; 

Maes et al., 2020). As reported in previous deliverables, we had developed a spiking neuronal network model 

that learned the representation of robust sequences in a biologically plausible manner (D2.1-D2.3; Miner and 

Tetzlaff, 2020). However, the time scale of the resulting sequences is about 50-100 milliseconds.  

Therefore, we have been searching for possible network structures that are biologically plausible, in 

agreement with experimental data, but at the same time can solve the complex motor tasks that humans 

perform with ease on the required much slower time scale. The latter means that even under variations in 

environmental stimuli, the network should produce sequences of spiking activity that are similar enough for 

stable and reproducible motor outputs. At the same time, activity patterns in the model should contain rich 

dynamics, similar to motor cortex data, suitable for representing complex motor sequences. 

Here we consider a recurrently connected spiking neural network model based on a simple generative 

connectivity rule, which leads to spatially inhomogeneous connectivity (Spreizer et al., 2019). In turn, the 

inhomogeneity leads to activity sequences arising in the network. The aim is to model the transient dynamics 

that arise in motor cortex M1 during motor movements (Churchland et al., 2010). Thus, we are interested 

whether the activity patterns match experimental data and whether they are robust enough to execute com-

plex motor actions. For this, we administer input stimulation that elicits sequences of activity in the model, 

and we consider the effect of variations in the input on sequential activity and on the execution of motor 

trajectories. 

2.1. Network methods 

Locally connected random networks (LCRNs) are models in which neurons are distributed in space (e.g. 

on a 2D grid or torus) and the connection probability between two neurons changes with the distance be-

tween them. Typically, neurons make more connections with nearby neurons, meaning that the connection 

probability is high for nearby neurons and low for far away neurons. For example, a Gaussian is a simple way 

to model this connectivity profile (Spreizer et al, 2019). 

In LCRNs, stable bumps of spatially localized activity can arise (Roxin et al., 2005; Hutt, 2008; Spreizer et 

al., 2017, 2019). This can result in persistent bumps or grid like patterns of activity in the network. Further, 

these activity bumps can move through the network if spatial asymmetries/inhomogeneities are introduced 

into the local connectivity (Spreizer et al., 2019). 

The anisotropic network is made up of excitatory and inhibitory neurons. The neurons are arranged on a 

2D torus to avoid boundary effects and they project their axons in a distance dependent way with connection 

probability decreasing monotonically according to a Gaussian distribution. Prior research has had axon pro-

jection profiles centered at the neuron and axons project symmetrically in all directions. This connectivity 

leads to stable persistent bumps and grid-like patterns. This connectivity is depicted with the grey circle in 
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Fig. 1A. The simple difference in the anisotropic EI-network is that the Gaussian distribution is shifted for 

excitatory neurons such that connections to other excitatory neurons are formed preferentially in a particular 

direction. See the red circle in Fig. 1A. This means that excitatory projections are slightly asymmetric, prefer-

ring one direction. This small difference, compared with standard LCRNs, makes a very big qualitative differ-

ence to the activity patterns. 

Each point on the grid (neuron) is assigned a direction, based on a so-called landscape, which is computed 

using Perlin noise (Perlin, 1985). Each excitatory neuron's connectivity profile is shifted by one grid point in 

its preferred direction. The important aspect of the Perlin landscape is that the preferred direction of nearby 

neurons are similar while preferred directions of those far apart are uncorrelated (Fig. 1B). This results in 

spatially asymmetric but correlated connectivity. When a set of neurons in close proximity are stimulated, 

spatiotemporal sequences of activity lasting tens to hundreds of milliseconds arise in the network (Fig. 1C). 

 

 

Figure 1. The  connectivity  underlying  the  anisotropic  network  and  resulting  network  dynamics. (A) Neurons are 

evenly distributed on a 2D grid, folded to form a torus.  The black dot represents a reference neuron. From here 

outgoing connections can be drawn locally with a Gaussian distribution, either symmetrically (grey-blue) or non-

symmetrically (red). In the non-symmetrical case the center of the Gaussian distribution is shifted by one neuron. 

This shift can be chosen in different ways. Either with the same shift direction for every neuron (homogeneously), a 

random shift direction for every neuron, or with a specific distribution. (B) If for each neuron the shift direction is 

chosen based on Perlin noise, the distribution of shift directions for the whole network results in an anisotropic con-

nectivity structure. The black region represents spatially localized input. (C) Given local input, the anisotropic network 

forms a bump of activity, which moves in a stream-like pattern through the inhomogeneous structure of connections. 

Here, we used the Loihi implementation and binned the spikes into non-overlapping time windows. Each graph shows 

the average firing rate over 50 time steps, color code depicts firing rate. Reproduced from Michaelis et al., 2020. 

Taken together, a biologically plausible rule can generate spatially asymmetric connectivity structures 

supporting spatio-temporal sequences. Spreizer et al (2019) showed that for sequences of neural activity to 

propagate through the network (Fig. 1C) it only requires two things: (1) individual neurons project a small 
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fraction (2-5%) of their axons preferentially in a specific direction (Fig. 1A), and (2) neighboring neurons pre-

fer similar directions (Fig. 1B). This simple generative connectivity rule gives rise to feed-forward paths 

through the otherwise locally connected random network yielding sequences. 

It is important to note that “space” here does not necessarily need to be physical space in the neural 

tissue. There is evidence for spatially dependent connectivity patterns and it could indeed be interpreted as 

such here. However, as mentioned above, it is sufficient to consider this structure in connectivity space. To 

understand this, simply imagine we shuffle all neurons on the grid such that they have new “spatial” locations 

while preserving connectivity. In this case, the same sequence of activity would arise, but it would simply 

look different than in physical space. So when considering whether this anisotropic network structure 

matches data, it is important to consider both physical and connectivity space. 

Equations 

The model uses current-based leaky integrate and fire (LIF) neurons. The sub threshold membrane poten-

tial evolves according to 

𝐶𝑚
𝑑𝑣𝑖
𝑑𝑡

= −𝑔𝐿(𝑣𝑖(𝑡)−𝐸𝐿) + 𝐼𝑖(𝑡) + 𝐼𝑖
𝑖𝑛𝑝𝑢𝑡

(𝑡) 

where Cm is the membrane capacitance, gL the leak conductance, and EL the reversal potential. The total 

synaptic input current to neuron i from recurrent connections within the network is given by 𝐼𝑖(𝑡) and and 

for external input 𝐼𝑖
𝑖𝑛𝑝𝑢𝑡

(𝑡). The total synaptic current at recurrent synapses is the sum of the current transients 

at each of these synapses. Current transients elicited by an input spike have a temporal profile given by an 

alpha function. For input from neuron j neuron i we have 

𝐼𝑖𝑗(𝑡) = 𝐽𝑠𝑦𝑛
𝑡−𝑡𝑗,𝑘
𝜏𝑠𝑦𝑛

exp(−
𝑡−𝑡𝑗,𝑘
𝜏𝑠𝑦𝑛

)𝐻(𝑡 − 𝑡𝑗,𝑘). 

Note here that the superscript syn can denote both excitatory (exc) and inhibitory (inh) synapses. Synaptic 

strength is 𝐽𝑠𝑦𝑛, synaptic time constant is 𝜏𝑠𝑦𝑛, and spike time is 𝑡𝑗,𝑘 for the kth spike from neuron j. 

Parameters 

The values from Spreizer et al (2019) were used in our simulations. One difference is that for the transfer 

to neuromorphic hardware we scaled down the network size (see below). To compensate for the decreased 

network size and hence fewer recurrent connections we scaled up the synaptic weights. Since the network 

size was scaled down by a factor of four, we in turn scaled the excitatory synaptic current up by a factor of 

four to 𝐽𝑒𝑥𝑐 = 40𝑝𝐴. This automatically scales the inhibitory weights as well, since they are given by 𝐽𝑖𝑛ℎ = −𝑔 ×

𝐽𝑒𝑥𝑐. Further, to ensure persistent spiking activity in response to an input pulse, the ratio of recurrent inhibi-

tion and excitation was reduced to 𝑔 = 4. As a result, 𝐽𝑖𝑛ℎ = −𝑔 × 𝐽𝑒𝑥𝑐 = −160.0𝑝𝐴.  

2.2. Protocol 

Robust trajectory generation. 

Activity was triggered by external input to a subset of 25 neighboring neurons on a 5x5 grid, each of which 

receives an input pulse of 500 spikes with synaptic strength 𝐽𝑖𝑛𝑝𝑢𝑡 = 1.0𝑝𝐴 arriving according to a Gaussian 

distribution with standard deviation of 1 millisecond. To assess the effect of variations in environmental input 

on the activity patterns, we used 25 trials where in each trial 1/25 neurons was not activated (Fig. 2). We 

used each of these 25 inputs to stimulation sequential activity in the network. We measured the similarity of 

the evoked network activity for these variations in the stimulated input population. Finally, in a representa-

tion task, we taught an output by linear regression and tested whether the data has sufficient variability and 

stability to store spatiotemporal motor trajectories. Here the test trial was taken from the training set. On 
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the generalization task, we tested whether the output weights learned on a subset of 24 trials could produce 

an accurate trajectory on an unseen trial. This served to test how previously unseen variations in environ-

mental input are processed by the anisotropic network. In all cases a comparison with a randomly connected 

network was made. 

 

Figure 2. The input protocols for the representation and generalization task. (A) A square represents an area of 25 

possible input neurons. During a trial, we triggered the network activity by activating 24 out of the 25. This leads to 

25 different input patterns and therefore to 25 different trials. (B) We used two different training tasks. In the repre-

sentation task, for the trajectory training, we used the spiking activity of all 25 trials and tested on one of them. In 

the generalization task, we trained only on the spiking activity of 24 trials and tested on the spikes of a different trial, 

which was not used for training. Figure taken from Michaelis et al., 2020. 

Comparison to experimental data. 

For the comparison to experimental data we gave Poisson noise input to the network and measured the 

activity for 400-800 milliseconds. Experimental data from the monkey motor cortex and premotor cortex 

leading up to and during the walk-and-reach task was used (from WP1). We then measured statistics like 

firing rates over time, distribution of ISIs, power spectra, etc. as preliminary tests to understand if, and per-

haps how well, the anisotropic network matches the data. 

3. Sequence Model Part II: Comparison to experimental data 
If we have a model of sequence generation that agrees with experimental data, then we can use the 

model in a number of ways. We can make predictions about how the relevant brain region will react to a 

particular type of stimulus or change in environmental input. And if we understand the mechanisms behind 

the neural code, we can better decode real activity from the brain, contributing to the ultimate goal of the 

project. 
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We aim to test whether the anisotropic network matches data from the motor system of monkeys. In 

particular, we assess how it compares to activity when the animals perform a simple motor task of reaching 

for an object. Activity in the motor cortex during such behaviors is known to produce so-called transient 

dynamics. Interestingly, from leeches swimming to monkeys walking or reaching, a qualitatively similar ac-

tivity profile can be observed (Churchland et al, 2010). In particular, so-called quasi-rhythmic responses dur-

ing these behaviors look like noisy sine or cosine functions of different frequencies and amplitudes. 

 

Figure 3. Quasi-rhythmic responses from neurons in the anisotropic network. The plot shows the firing rates of some 

example neurons over a 300 millisecond time window. Notice the variety of response profiles with rhythmic-like 

characteristics. The second last neuron is included as an example of sporadic firing when a neuron is not participating 

in a sequence. 

A basic requirement of the model is that it produce these quasi-rhythmic responses. This is however not 

trivial, since standard randomly connected networks as well as locally connected networks do not produce 

activity profiles like this. However, the anisotropic network indeed produces activity profiles that are quali-

tatively very similar to the transient dynamics in the motor system (see Fig. 3). To see the diversity in re-

sponses we plotted the firing rate over time of 3000 neurons subsampled from the anisotropic network and 

organized them by the amount of time that the neuron was active during the trial (Fig. 4). There is indeed a 

diverse range of response profiles with some neurons remaining active for longer than others, and a broad 

distribution of different times of peak activation. 

To test whether the firing rate profiles of neurons in the network model match experimental data, we 

compared the size of these activity bumps. Since we know that neurons are producing transient dynamics 

(e.g. bumps), we measured the amount of time each neuron’s firing rate remained above 50% of its maximum 
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rate as an indicator of “size” of these bumps. Since some neurons have 2 activity bumps in the time window, 

this measure is not meant to indicate the bump size precisely, but instead as a simple way to compare the 

model and the data, with more accurate comparisons the subject of ongoing work. Here the results match 

qualitatively very well for the anisotropic network and the experimental data (Fig. 5). Note that for a ran-

domly connected network, neurons’ firing patterns are uniformly distributed in time (see Fig. 6) and there-

fore show no transient dynamics (i.e. bumps). For locally connected but spatially homogenous networks, 

bumps remain stable in space and so firing is characterized by a subset of neurons that are persistently active 

and a subset that are not active (Spreizer et al, 2019).  

 

Figure 4. Firing rate profiles of 3000 subsampled neurons from the anisotropic network. Neurons are sorted by the 

amount of time they remained active during the trial (400 milliseconds in 10ms bins). Yellow indicates high firing rate 

and blue low firing rate. 

In a next step, we compared data from three different spiking network models with pooled data from 

motor cortex and premotor cortex during a reach behavior. The first spiking network model (Maes et al, 

2020) is a recurrently connected network with 30 disjoint clusters of neurons of 80 neurons each connected 

into a feedforward sequence. The final cluster is connected to the first cluster, in effect forming a loop. Ac-

tivity produced by the network is a very regular sequence that repeats with a fixed period (e.g. here about 

240 ms). This is akin to a “neuronal clock”. A second model is a simple randomly connected network which 

produces spiking patterns that are uniformly distributed in time (Brette et al., 2005). The third model is the 

anisotropic network, as already described above (Spreizer et al., 2019). We randomly subsampled excitatory 

neurons from each of the networks (55 neurons) to compare with pooled experimental data from motor and 

premotor cortex. This exploratory investigation was informative for developing more specific hypotheses 

about which type of model may be appropriate.  
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Figure 5. The distribution of the time above half maximum is shown for the anisotropic network and the experimental 

data. Note the qualitative similarity of the distributions. 

 

 

Figure 6. Subsampled data from the (top left) sequence of clusters model (Maes et al, 2020), (top right) randomly 

connected network (Brette et al, 2005), and (bottom right) anisotropic network (Spreizer et al, 2019) are compared 

with data from monkey motor/premotor cortex (bottom left). 
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Figure 7. Distribution of inter spike intervals is shown for each of the described models. Top plot in each panel shows 

the ISI distribution for the same neuron (55 neurons). This shows how single neurons spikes are distributed in time. 

The bottom plots show the distribution of the ISIs for the time to next spike of any of the 55 neurons. This shows how 

the network activity is distributed in time. Time window 50ms. 

Simply from looking at the subsampled spike patterns in Fig. 6, it is clear that the model, involving 

disjoint and equally sized clusters connected into a loop, does not match the data. Likewise, the randomly 

connected network is visually very different from the experimental data. Instead of transient dynamics in 

the data, the randomly connected network produces uniformly distributed spikes. Finally, the anisotropic 

network is the most similar to the data, but there are noticeable differences. For example, in the aniso-

tropic network, spikes are almost exclusively grouped into activity bumps, like what we saw in Fig. 3. In the 

data, while transient dynamics are visible, there are also many spikes that are randomly scattered in time, 

reminiscent of the random network. 

To further investigate this, we considered the inter spike intervals for each of the models and the data. 

We considered the amount of time between spikes for the same neuron as well as the time to the next 

spike from any other neuron. We plotted the distributions in Fig. 7 for a short (50ms) and in Fig. 8 for a 

longer (400ms) time window. Note that again the distributions for the sequence of clusters model and the 

randomly connected network model do not match the data. However, the anisotropic data qualitatively 

match the data quite well, though the distributions for the experimental data have a much longer tail. This 

suggests that activity is more distributed in time, which reflects with the spike patterns shown in Fig. 6.  
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Figure 8. Distribution of inter spike intervals is shown for each of the described models. Same as Fig. 7 with time 

window of 400ms. 

It is worth noting that the sequence of model clusters shows behavior that is expected based on the spik-

ing patterns, but clearly not comparable to experimental data. In particular, since the clusters are in a loop, 

in Fig. 8 we can see a peak in the ISI distribution for single neurons at around 240ms, the period of the loop. 

This agrees with the peaks in the power spectrum (Fig. 9). This we do not see in experimental data. And for 

the ISI between a given neuron and the next spike from any other neuron, we see the distribution is very flat 

(Fig. 8). This is because each cluster contains the same number of neurons (80 neurons) and as the activity 

moves from cluster to cluster, at any point in time approximately the same number of neurons are active. 

This has the implication that the size and peak of activity bumps is always the same, unlike the diverse pat-

terns we saw for the anisotropic network above. This again suggests this model does not fit the data. 

Another important thing to note is that while the tails of the anisotropic network distributions are quite 

short, those for the random network are much longer. Qualitatively, this aspect of the random network re-

sembles the experimental data. Exactly this diversity in spike timing seems to be missing from the anisotropic 

network as we saw in Figs. 3 and 6. This has led us to the hypothesis that a mixture of random and anisotropic 

connectivity should fit the data. This hypothesis is in line with the observation that connectivity data from 

cortex (note visual cortex, not motor cortex) shows that the connection patterns of randomly selected pairs 

and triplets of neurons do not match the expectation for a randomly connected network (Song et al, 2005). 

Instead, certain connection motifs are overrepresented. 

While the preliminary results are a promising step, a thorough statistical comparison between network 

models is underway. In particular, we hypothesize that the M1 connectivity and the resulting dynamics are 

not at one of these extreme cases (random vs. anisotropic), but instead a mixture of the two. We are gener-

ating networks with a mixture of anisotropic and random connectivity and comparing connectivity statistics 

(Song et al., 2005), activity statistics as shown in preliminary data here, as well as studying the robustness of 
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the elicited sequences (see subsequent sections for more). Through this preliminary work, we have also been 

able to exclude one model from further analysis and have identified the anisotropic network as a candidate. 

 

Figure 9. Power spectra for each of the models and the data (800ms of spike data binned, 40 bins, with bin size 20ms). 

4. Sequence Model Part III: Robustness of sequences 
Beyond matching experimental data, we expect a model of the motor system, or more specifically motor 

cortex, to be able to generate robust sequences of neural activity that can be mapped to stable movement 

trajectories. Importantly, these trajectories should be robust to variations in environmental inputs. 

Otherwise the appropriate response to a signal from the environment cannot be executed. The results from 

this section are adapted from our recent paper (Michaelis, Lehr, and Tetzlaff, 2020). 

The anisotropic network is robust to input noise 

To assess the robustness of the anisotropic network we evaluate the stability of spiking dynamics under 

variations in the input. A 5x5 area of the anisotropic excitatory layer (24/25 neurons) receives an external 

pulse at the start of each trial. In particular, 24 of these neurons were stimulated and a different neuron was 

systematically excluded from the input on each trial. This leads to 25 different possible input configurations 

and, thus, to 25 unique trials. We compared the change in responses under variation of the input in the 

anisotropic network, here scaled down by a factor of four and implemented on the neuromorphic chip Loihi 

(see below for details on chip), with a randomly connected network. 

The elicited activity patterns in the anisotropic network and the random network differ drastically. The 

anisotropic network produces streamline activity patterns that move through the network. We can see these 

sequences in Fig. 10A. By contrast, the random network has spiking which is uniformly distributed in time 
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and across neurons. For the anisotropic network, the activity starts out in the 5x5 patch and spreads out into 

the network slowly, reaching a stable mean firing rate. The random network immediately jumps to a stable 

mean firing rate. 

When it comes to stability under variation of the input, the anisotropic network is much better than the 

random network. In order to measure the stability of the spiking dynamics between different input trials, we 

calculated the pairwise differences between the spike patterns of all combinations of the 25 trials. Fig. 10B 

shows the mean and standard deviation of these pairwise differences of the spike raster plots between trials 

for the anisotropic network (green) and the randomly connected network (brown). For the anisotropic 

network this remains quite stable over the 200 time steps (note we say time steps as this is simulated on 

Loihi, 200 time steps represents 200ms). There is an increase towards the end of the 200ms suggesting the 

anisotropic network may also become unstable over longer time spans. In comparison, the random network 

jumps immediately to three times the anisotropic network. So immediately after the stimulus, a very 

different sequence of activity is progressing in the network. The differences between trials are much higher 

over the whole time course for the randomly connected network than for the anisotropic network. 

 
Figure 10. Comparison of anisotropic and randomly connected network responses to changes in environmental stim-

uli. (A) Examples of how the anisotropic network responds with streamline sequences of activity and the random 

network responds with uniformly distributed spikes. (B) Trial to trial variability. The mean difference of the spiking 

activity was compared pairwise for all 25 trials of the anisotropic network. The same was done for the random net-

work. The random network has much more trial to trial variability than the anisotropic network, which shows some 

variability but is relatively stable. (C) Activity was projected into principal component space and the visualization 

shows that the trajectories of the anisotropic network stay close together and trace out a very similar trajectory 

through PC space while for the random network each trial can be different. Taken from Michaelis et al., 2020. 
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We then performed principal component analysis to project the data into a low dimensional space to 

visualize the spatiotemporal activity patterns as 3D trajectories. Fig. 10C shows very clearly that the in the 

anisotropic network the activity in the PC space follows a very similar trajectory for each trial, despite 

variation in the input. However, in the random network the curves are very different for each trial showing 

that the response to variations in the input is unpredictable and certainly not robust. Statistically speaking, 

the standard deviation of these trajectories in the 1st dimension of PC space is much higher in the random 

network (𝜎rand = 2.50) than for the anisotropic network (𝜎aniso = 0.41) and this difference is significant 

(Mann–Whitney U test: 𝑈 = 0.0, 𝑝 = 1.56 ⋅ 10−8 < 0.05). 

Taken together, we see that the anisotropic network can produce stable spiking dynamics under variations 

in environmental input conditions. In contrast with the random network, the anisotropic network is much 

better suited to do this. Thus, it seems to be a more appropriate model for stable neural activity sequences 

underlying motor movements despite changes to the input. Next, we will use the intrinsic stability of the 

anisotropic network to learn robust trajectories. In particular, we want to assess whether our network 

produces sufficient variability to learn arbitrary motor outputs. 

 
Learning robust trajectories 

Now that we know that activity patterns in the anisotropic network elicited by noisy inputs are stable, we 

aimed to assess whether this robustness can be used to train arbitrary output trajectories. The overall algo-

rithm contains the initialization, creation and simulation of the anisotropic network, which is running on the 

neuromorphic hardware Loihi, and the output learning of the trajectories, which is calculated on the host 

CPU. 

We learned 7 different simple 3D-trajectories of a hand movement, like pick-and-place or put-on-top, and 

the data were recorded from a robot arm. We applied two different tasks, a representation and a generali-

zation task, as shown in Fig. 2. In the representation task we estimated the linear regression model based on 

all 25 trials. Then we used this model to predict the one of the trials the network has seen, showing that the 

variability in the anisotropic network is sufficient to learn an arbitrary function. Results for the representation 

task, using all excitatory neurons to train an output, revealed that the excitatory neurons in both networks 

contain enough variability to represent an arbitrary output function with high accuracy. Even here, however 

the anisotropic network performed better (Fig. 11A). 

To show the ability of our algorithm to generalize robustly for variations in the input, we also apply a 

generalization task. Here we estimate the regression model on 24 trials and then use this model to predict 

the trajectory for an unseen input trial. This task was designed to test the robustness of the system to a 

variation in initial conditions. Again trained a linear regression model based on all 3600 excitatory neurons 

of the anisotropic network. Given that a fit based on all 3600 neurons requires many parameters, we used 

an elastic net regularization estimation method to reduce the number of parameters and to avoid overfitting. 

Fig. 10A2 shows the average normalized root-mean-squared deviation over 7 trajectories. The error of the 

anisotropic network is much lower showing that the anisotropic network has a better performance compared 

to a classical randomly connected network.  

Finally in Fig. 11B and 11C we have plotted the 3 dimensional trajectory for one of the example move-

ments and show the performance of the anisotropic network for the generalization task. The trajectory fits 

the desired movement trajectory very well. 

Taken together, while randomly connected networks show large changes in activity patterns for variations 

of the input, the anisotropic network produces stable activity. Further, while the amount of spiking variability 
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in both networks allows for the representation of motor movement trajectories for inputs that have been 

seen before, only the anisotropic network performs well on unseen inputs. This means that the network can 

generalize beyond what it has learned and perform trajectories in a robust way even when the input varies 

due to changes in the environment or in an upstream brain region. This supports the hypothesis that the 

anisotropic network is a suitable candidate as a neural substrate underlying complex motor movements. 

 

Figure 11. Learning robust trajectories. (A) Panels show the performance for the anisotropic network and the ran-

domly connected network on the representation and generalization tasks with and without pooling. For comparison, 

a spatial pooling layer was added and output learning was done using data from the pooling layer in some cases. In 

all cases, the anisotropic network performed significantly better. (B) As a substitute for motor trajectories we used 

3D trajectories that represent hand position of a robot in some simple tasks (pick and place, put on top, etc). This 

panel shows performance for the anisotropic network on the generalization task. Not that the estimation matches 

the target movement very well. (C) 3-d presentation of B. Taken from Michaelis et al., 2020. 

5. Sequence Model Part IV: Transfer to Neuromorphic Technology 
We aimed to transfer the anisotropic network to the neuromorphic research chip Loihi from Intel. Due to 

differences in the neuron model as well as in the parameter definitions and some restrictions of the chip, this 

was a novel contribution to the field of neuromorphic computing and robotics (Michaelis, Lehr, Tetzlaff, 

2020). 

 

The above simulations were performed on neuromorphic hardware. To ensure that this implementation 

matches the computer based implementation we compared the behavior of each. For the sake of 
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comparison, we used the exact same connectivity structure and input positions for both implementations. In 

both cases, networks were initialized at rest and spike patterns were evoked via a spatially localized input. 

Fig. 12A shows raster plots of evoked spike trains. We see that although the spiking activity is not identical, 

the spiking pattern is mainly preserved. Accordingly, the mean firing rate of the network for each 

implementation evolves similarly over time (Fig. 12C).  

 
Figure 12. Comparison between the computer-based implementation and the Loihi based implementation. (A) Plots 

show the spiking patterns for the anisotropic network on the computer implemented in the NEST simulator (red) and 

on Loihi (blue). (B) The spatial distribution of firing is similar in both implementations. (C) Mean firing rate of both 

network types over time. (D) Mean firing rate for different initializations of stimulus location and network connectiv-

ity. 

We confirmed that the implementations match by comparing the mean firing rate and firing rate 

variability over several input and network initializations. The distribution of mean firing rates over (1) 15 

different input positions for the same network connectivity and over (2) 15 different initializations of the 

network connectivity with a fixed input position is shown in Fig. 12D. In short, the values for both 

implementations are very close indicating a good match. 

A key aspect of the anisotropic network’s neural activity are the spatially localized bumps that move 

through the network. As discussed above, this quality makes the anisotropic network comparable to the 

experimental data. To assess whether these are preserved we next measured the average spatial distribution 

of firing in the network. This measure demonstrates that activity on average passes through the same regions 

of the network if the connectivity and input are preserved across implementations. For the spike raster plots 
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shown in Fig. 12A, we pooled the neurons into groups of 100 and calculated the mean firing frequencies 

averaged across the whole simulation time. Normalizing these distributions of the mean activity across the 

network and comparing them with a Kolmogorov–Smirnov test reveals that the activity distributions from 

the computer- and Loihi-based implementations do not differ significantly (D = 0.11, p = 0.97 > 0.05). So, 

importantly, the spatial structure of activity patterns is similar in both implementations. 

Taken together, we conclude that the Loihi implementation matches the computer-based anisotropic 

network implementation according to measures of their activity patterns. This indicates a successful transfer 

of the core principles of the anisotropic network to neuromorphic hardware despite the differences in 

architecture. 

6. Summary Sequence Model 
In summary, we have introduced a new computational model describing sequential neuronal dynamics 

being on a behaviorally realistic time scale and being robust against distractions in the input. By i) comparing 

the model dynamics to experimental data from partner DPZ (WP1) and ii) testing the model as movement 

controller, we conclude that the anisotropic network serves as an appropriate model of motor areas. Finally, 

we transferred the model to Intel’s neuromorphic computer chip Loihi providing a further step to utilize the 

results of WP2 beyond Plan4Act. 

7. Readout network and predictive information 
Another project aim of WP2 (UGOE) was to develop a distractor-robust readout network, which can 

identify upcoming actions in an action sequence from the neural activities that contain planning information. 

To this end, a large part of the work in UGOE concentrated on (a) analyzing the neural data from partner DPZ 

(WP1) to identify and analyze predictive features of the neuronal data and (b) describe and study a neuronal 

network that can read-out this information. In the following, we describe the software framework, which is 

used in UGOE to study predictive information offline – that is, using pre-recorded data from partner DPZ. 

Specifically, we will describe data acquisition, pre-processing (being performed by partner DPZ) and the data 

preparation as well as the readout network.  

7.1 Summary of data acquisition scheme and signal flow: 

We start by summarizing the data acquisition done by partner DPZ (WP1), which lays the foundation for 

the analysis we performed throughout this project. For all investigated experimental setups and tasks, two 

sources of data exist: (1) neural activities (upper signal chain in Fig. 13) and (2) data on task progression and 

monkey behavior (lower signal chain in Fig. 13). 

The recording of neural activity is performed by a commercially available recording system from 

Blackrock. In this system, the voltages from the implanted electrode arrays are pre-amplified and read out 

by the head stage and then transmitted wirelessly. The wireless receiver is connected to a data acquisition 

computer, which can operate in two different modes: For immediate or “online” decoding, the voltage traces 

are thresholded to obtain spike events, which are then broadcast to the local network via the Blackrock’s 

Cerelink protocol. For “offline” analysis, the voltage traces are stored in a raw data format (nev-files). Later 

on, the spike times are extracted using more complicated offline pre-processing: For this, the recorded raw 

signals are high-pass filtered (sliding window median, 91 samples window length) and  low-pass filtered (5000 

Hz , zero-phase, second order Butterworth filter). Then, to remove the noise that is shared by all channels of 
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one micro-electrode array, the data of each array is transformed by a principal component analysis (PCA) and 

the components that represented common signals are removed from the voltage signals. Finally, spikes are 

detected by threshold crossing.   

Additionally, a further processing step - so called “spike-sorting”- can be added to identify individual 

neurons from their characteristic spike shapes instead of subsuming them all under the same electrode 

channel. For this the Offline Sorter V3 from Plexon Inc (Dallas, Texas) is used. Both, the pre-processing 

techniques for neuronal activity data and the spike sorting, were previously established and performed by 

trained researchers at partner DPZ. 

Ultimately, both the thresholding and the spike sorting produce an hdf5-file, which we use for the offline 

analysis. These files contain spike times at different electrode channels or neurons (in case spike sorting is 

used) relative to the beginning of the recording. Note that no information about the ongoing task is collected 

here but merely a continuous stream of spikes. 

The recording of task information and behavioral events, in turn, is performed by another computer and, 

thus, in a separate signal chain (and data file). This computer runs the task controller program MoRoCo -- a 

software that provides all necessary instructions to the monkey. Hereby, instructions are either directly 

translated into a touch screen user interface or translated into light changes via an Arduino micro-controller 

and the smart cage electronics. The Arduino controller also detects touches (walk and reach task) or rotations 

(BPRIME; see deliverable D1.3) and communicates them back to the task controller PC. For online decoding, 

the instructions and the sensor inputs are broadcast to the network using the VRPN protocol. For offline 

decoding, all the event times are recorded again using the hdf5 format. Similarly, also the touch screen 

records and broadcasts touch information. 

 

Figure 13: Signal flow and common data acquisition scheme used in different task designs studied during the Plan4Act 

project. 

7.2 Data preparation 

The aim of this project is the decoding of planned actions of an action sequence. As by task design, there 

is only a finite number of possible actions, this can be mathematically described as a classification task. 
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Hence, our decoder ought to map data vector obtained from the neural activities in a defined time-window 

within each trial to the reach target that was cued (and reached) during that trial. To obtain these data vectors 

in our offline analysis, the information from the two above described data streams has to be combined in 

order to assign neural activity to the respective trials and extract the activities in the desired time windows.  

To this end, we start by using the times of the task controller signals from the event file as a reference. 

Yet, as the task design includes variable delay periods and some of the signals are issued due to the behavior 

of the monkey, the time interval between two signals is not the same in each trial. Therefore, we extract the 

timing of two task controller signals, e.g. the start of the target cue and the start of the go cue, and select a 

time point that lies at a fixed ratio between them (rel. time in Fig. 14). This relative time is used as the 

reference time point for the given trial.  As the event and the neural data files are recorded asynchronously 

on different computers, in the next step, those reference times are then synchronized and transformed to 

the time-frame of the neural recording file.  

 

Figure 14: Scheme for data extraction: In each trial, a relative time point between the arrival of two signals is selected  

and an absolute time (between -1s and +1s) interval is added to obtain the latest time in the classification data 

window. Then the number of spikes in a number of bins (here 4) with fixed durations (50ms) is extracted from the 

spike train of each channel, where the last bin ends at the chosen time point. 

Then, we extract spike times from a window with a fixed duration and a time shift (in ms, abs. time in Fig. 

14) defining the latest time-point of the classification data window with respect to this reference time point. 

We obtain a set of spike times relative to the start of the extraction window. We then subdivide the extraction 

window into a number nbins of distinct time bins and count the spikes within each bin. This is repeated for 

each trial during which the target was successfully reached (ntrials times) and for each of the nchannels electrode 

channels or neurons. Hence, we obtain a data tensor with dimensions: ntrials x nchannels x nbins . As most of the 

used classification algorithms do not have an explicit notion of time the latter two dimensions were treated 

as one such that we get a data matrix with ntrials rows and nchannels · nbins columns that are mapped to  ntrials 

reach targets by our decoder. Note, this implies that we consider the activity in the different time bins of one 

channel to be as equally independent or informative as the activities from different channels. This enables 

classifiers without a notion of time to discern not only cases where the activity in some of the channels differs 

from target to target, but also cases where the time course of the neural activities is differently timed. 
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Finally, we use the task-controller event file to extract information about the individual trials, such as the 

cued target on which the classifier is trained as well as information on the task variant of that trial – whether 

the action sequence was cued element-wise (sequential trial) or completely (proactive trial) or whether there 

was a distracting obstacle present. 

To explore different state-of-the-art classification and decoding algorithms (see deliverable D3.1), we 

ensured compatibility with existing implementations of these algorithms and chose to implement the above-

described data loading and preparation scheme in Python. 

7.3 Classification tests and results 

During the project, we tested a broad variety of state-of-the-art classification algorithms (also referred to 

as classifiers, see also deliverable D3.1) and a variety of different task designs (walk-and-reach with and 

without tunnel distractor, PSAS on touch screen or with BPRIME, see below and D1.2 & D1.3). In all of these 

tests, we used the same approach to prepare the data sets for which we evaluate the predictive power of 

the respective classification algorithm.  

We first chose behaviorally relevant time points during the experimental trials, such as the lighting up of 

the target or go cue (being issued by the task controller), the onset of movement, or the end of the reach 

movement to the final target (being triggered by the monkey and sensed by the smart cage). Then, to quantify 

whether a change in prediction quality happens shortly before or after that behaviorally relevant time point 

(e.g. shortly after the target is cued), we also chose a set of (absolute) time shifts with respect to that signal 

(normally from -1000 to +500ms) and extracted the spike counts in a preceding time window of a given length 

being divided in a certain number of bins.  To judge whether taking into account information from longer and 

longer time periods improves the classification, we normally also repeated this for different window sizes, 

while keeping the size of the bins constant.  

The data vectors for the given time delays and window sizes were then prepared as described above. 

Then, the set of trials was split into a training (80% of the trials) and a test set (20% of the trials) and the 

classification algorithm was trained on the training set. The accuracy of the classification algorithm to predict 

the intended action was evaluated for the test. Accuracy is defined as the fraction of correct predictions. The 

splitting, training and evaluation procedures are repeated 20 times (20-fold Monte-Carlo cross-validation). 

We then report the accuracy for the respective time delay and window size as the mean accuracy value over 

those 20 repetitions and estimate its error as one standard deviation. Repeating this process for each of the 

selected time shifts provides an overview of the temporal evolution of the predictive information around the 

selected relevant time points during the trials. 

7.4 Multi-layer perceptron classifier 

After testing a broad variety of neuronal and non-neuronal classification algorithms and finding that they 

all yield comparable results (see deliverable D3.1 for more details), we decided to focus on the multi-layer 

perceptron classifiers as the preferred classification algorithm of this project. The multi-layer perceptron is a 

small feed-forward neuronal network and thus constitutes a biologically plausible model for the readout 

network that predicts the reach target from for the neural activities. As a first stage, such a network has an 

input layer, which represents the data vector for the respective trial. Then the activity of this input layer is 

passed to the neurons in the subsequent layers by synaptic connections with certain synaptic weights 

(Fig. 15). The subsequent-layer neurons then sum up the previous layer activities weighted by the synaptic 

weights and pass the sum through a non-linearity, here a rectified linear function (RELU). Repeating this layer 

by layer finally yields an activity at the output layer. Hereby, the number of intermediate layers (also called 
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hidden layers) as well as their number of neurons may vary. The output layer has one neuron for each 

possible prediction and the prediction corresponding to the neuron with the maximal activation is used as 

the result of the classification (bold face in Fig. 15). Note that also the neural network can implement this 

selection by using a winner-takes-all structure based on mutual inhibition of the possible decisions. 

 

Figure 15: Schematic of a multi-layer perceptron readout network. Neural data is presented at the input layer and 

then passed forward to succeeding layers by feed-forward connections. At the output layer, there is one neuron for 

each possible prediction. The neuron with maximal activity represents the prediction of the network. 

To train this network to produce the correct predictions, the weights of the synapses are adapted such 

that they yield the correct results for a training data set. To do so, we employ state-of-the-art techniques for 

neuronal network training using the Python sklearn-framework. As the dimensions of our data vectors is 

large, as compared to the number of trials a monkey typically performs during one recording sessions, we 

employ the limited-memory Broyden-Fletcher-Goldfarb-Shannon method to find the optimal weights and 

additionally prevent overfitting by using a L1 regularization.  

Throughout the project, we mostly use perceptrons with a single hidden layer with 20 to 40 neurons, but 

we also tested different numbers of neurons in the hidden layers as well as different numbers of hidden 

layers (deliverable D3.1). However, increasing the network size usually did not improve classification 

performance significantly while leading to more synaptic weights, longer training times and a higher risk of 

overfitting. 

Walk-and-reach task 

Over the time course of the project, our partner DPZ continuously acquired new data on multiple tasks 

that are suitable to evaluate proactive information and planning in monkeys. In the following, we will report 

classification result for each of these tasks selecting one representative data set per task and monkey. Note, 

however, that similar analyses have been conducted for all shared data sets. 

First, we will report the results of the walk and reach task. In this task, the monkey has to press two floor-

mounted buttons to initiate the trial. The cage furthermore contains four close touch targets, which the 

monkey can reach immediately from his starting position, and four far target, which require the monkey to 

walk. During the trials, one of the targets is transiently illuminated to mark it as the rewarded target. The 

monkey then has to remember the target until a go cue indicates that he can start to move or reach towards 

it. The onset of movement is then detected by the release of the start buttons and target touches are used 

to evaluate, whether the monkey performed correctly and a reward is given. 
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Depending on the kind of target, this task can be used to test two different kind of action sequences: On 

the one hand, the distinction between the close targets corresponds to the distinction of two-step action 

sequences AC1 vs AC2, where A corresponds to the waiting, and C1 or C2 to the reaching actions to different 

targets. For the far targets, we distinguish between multiple overlapping three-step action sequences ABC1 

vs ABC2, where B is the walking action that is necessary to reach the far targets. 

We trained our readout network to perform these distinctions using data from the time windows around 

different behaviorally relevant time points (target cue onset, go cue onset, movement onset), which we 

obtain from task controller event file. Along this line, we also tested the classifier performance when the 

dataset is restricted to channels from electrodes in the same brain area. In order to be more comparable to 

online decoding, we report the results of the data sets without spike-sorting here. For an analysis that 

extracts the maximum predictive information by using non-neuronal support-vector-machine classifiers and 

spike-sorted data, please see deliverable D1.3. 

 

Figure 16: Walk-and reach classification accuracies for close targets (AC vs AD test, blue) and far targets (ABC vs ABD 

test, orange) using data from different brain areas of monkey L (rows) around multiple behaviorally relevant time 

points (columns). X-axis indicates time shift with respect to the respective time point. 
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Figure 17: Walk-and reach classification accuracies for close targets (AC vs AD test, blue) and far targets (ABC vs ABD 

test, orange) using data from different brain areas of monkey K (rows) around multiple behaviorally relevant time 

points (columns). X-axis indicates time shift with respect to the respective time point. 

For our analysis-conditions, we find that the accuracies for decoding close reach-targets rise strongly 

shortly after the visual cue onset (blue curves, left column, Figs. 16 & 17. Around the go cue, the accuracies 

for the close targets continuously rise (middle column). Here, motor cortex M1 forms an exception, as the 

accuracies in this area only rise quickly at the time of the go cue (top row). Around movement onset, the 

overall accuracy for the close targets reach their highest levels (right column). Thus, the second action in a 

two-step action sequence can be well decoded before its onset. 

For decoding the far reach targets, we only see a minor increase around the visual cue onset and the 

accuracies remain at a low level also around go cue (orange curves, left and middle column). However, after 

the go cue and before movement onset, also the predictive power for the far targets rises more strongly.  

Together with the results from the close targets, this indicates that the neuronal activities in the recorded 

brain areas allow for a good decoding only for the next/upcoming action, but also carry non-negligible 

predictive information about the second-next action. For the online decoding of reach targets, we further 

conclude that the time point for decoding the far targets should be chosen close onset of the walking action 

to allow for an optimal performance. 
 

PSAS-task with Touch-Screen Interface 

Next, we report the decoding performance of our readout networks on the PSAS task, which was 

conducted on a touch screen. The PSAS task also investigates three-step action sequences ABC, but uses 

multiple intermediate actions B1-B4 (as compared the walk and reach task, where the intermediate action is 

always walking). Specifically, the monkey first touches a start button on the lower part of the screen. Then, 

a cue for the target action sequence is provided. When the targets of the intermediate action appear, the 
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monkey is allowed to move towards them (go cue). The monkey then has to touch one out of four 

intermediate targets in the middle of the screen and, after that, one out of four targets C1-C4 on the top of 

the screen. However, not all four targets are displayed, but only one correct and one incorrect target at each 

row. Importantly, the individual PSAS trials can be either sequential or proactive. In a sequential trial, the 

target cue only indicates the next touch target (action B) and a second cue for action C is presented after 

action B. In proactive trials, the cue indicates the full sequence of targets. The difference between these two 

trial types can be used to identify proactive information about action C in the neural activities, as such 

information can only be present in the proactive trials. Behavioral analyses that demonstrated a proactive 

gain in this setup, have been conducted by partner DPZ (see deliverable D1.3). Here we will focus on analyzing 

the proactive information and its decodability. 

 

Figure 18: Classification accuracies for the reach targets of the intermediate (target B) and final action (target C) of 

the touch screen PSAS Task around behaviorally relevant time points (top, middle, bottom, time shift on x-axis). Data 

was split between sequential and proactive trials (columns) to identify proactive information. Strong differences are 

visible for the classification of target C. For each time point, classifications were evaluated on the last 1x50ms, 5x50ms 

and 10x50ms  time bins (colors). Reported values and error bars indicate mean and standard deviations from 20-fold 

Monte Carlo cross-validation. 
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To this end, we evaluated the decoding accuracies around several behaviorally relevant time points for 

the sequential and the proactive trials separately (Fig. 18, 1st and 3rd column = proactive vs 2nd and 4th column 

= sequential). Hereby, we tested the classification accuracies for the reach targets of both the intermediate 

action B and the final action C (uneven and even rows respectively). Moreover, as described above, we varied 

the number of bins included in the classification data set between 1x 50ms, 5x 50ms and 10x 50ms (different 

colored curves).  

For the intermediate action B, which is cued at the start of the trial under both conditions, we find that 

the decoding accuracies for both proactive and sequential trials rise around the go cue for both conditions 

(1st row in Figure 6).  At the onset of the action, the accuracies reach their maximum (3rd row) and they decay 

when action C has begun (5th row). Thus, as expected, there is no difference in the decoding accuracies for 

the intermediate action.  

For the final action C, on the other hand, we observe significant differences. Whereas in the sequential 

trials there is no predictive information around go cue, there is a rise in prediction accuracies in the proactive 

trials at least for monkey K. Around the onset of action B, a rise of the classification accuracies is observed in 

the proactive condition for both monkeys. As expected, a rise in the accuracies in the sequential trials is only 

observed around action C onset. However, also the accuracies from the proactive trials rise strongly around 

this time point and reach much higher levels. 

Concerning the size of the classification time window, we find that only the smallest size of 1x50ms 

exhibits smaller accuracies, whereas there is no qualitative difference between raises in accuracy for 5x50ms 

and 10x50ms.  Thus, we use 5x50ms bins in most of our analyses. Note, the fact that the decay after the 

onset of action C is slower the longer the window size, which can be explained by the fact that the longer 

windows still sample from the informative time points before action C onset. 

Overall these findings are consistent with the ones from the walk-and-reach task, namely, that there is 

predictive information on the second next action (in the proactive trials), but only the upcoming action can 

be decoded well. 

 

PSAS-task with BPRIME object in the smart cage 

Finally, we also tested our readout network on data from the PSAS task that was conducted using the 

smart cage and the BPRIME object. Here, similar as in the walk-and-reach task, the monkey initially needs to 

press two buttons to start a trial. Then, LED lights on the BPRIME object cue the action sequence for the 

respective trial. As an intermediate action B, the monkey needs to rotate a cylinder to the left or to the right 

and as the final action C of the sequence, the monkey needs to reach into either an upper or lower pocket 

on the cylinder. As for the PSAS task on the touch screen, proactive and sequential trials were performed, 

where either the full action sequence was cued or cues for the next target were only shown after the 

completion of the previous action, respectively.  

Again, we separated the data sets for these two conditions (columns in Fig. 19) and evaluated the 

decoding accuracies of our readout network for the intermediate action B and the final action C (Fig. 19, 

purple and red curves, respectively). Additionally we also evaluated the accuracy for predicting the whole 

sequence (orange curves). For simplicity, we only report the accuracies around the onsets of action B (1st and 

2nd columns) and action C (3rd and 4th columns) here. However, we repeated the analysis also for data sets, 

which were restricted to the channels from individual brain areas. In all test, we use no spike sorting and 

5x50ms time bins before the indicated time points as classification window. 
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As in the touch screen PSAS task, we find that there is no (qualitative) difference between the proactive 

and sequential trials in the accuracies for the intermediate action target B (left/right rotation), which rise at 

the onset of action B and decay after the onset of action C.  

For the final action, and consequently also for the whole sequence, we observe subtle differences in the 

rising flank of the accuracies after the onset of action C, especially in brain area PMd and, therefore, also for 

the all-area-classification (3rd /4th row, 3rd and 4th column). However, around the onset of action B, we observe 

no predictive information on action C for either condition. Hence, the results from this task again support the 

notion that the upcoming action can be decoded.  

 

Figure 19: Classification accuracies for action B (purple), action C (red) and the whole action sequence (orange) of 

the PSAS task with the BPRIME object around the onset of action B (left) and action C (right). Trials are separated into 

proactive (1st and 3rd column) and sequential (2nd and 4th column) condition. Values and error bars are obtained 

as means and standard deviation from a 5 fold stratified cross-validation. Dotted and dashed lines indicate theoretical 

chance level for whole sequence and individual target classifications, respectively.  
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8. Manifold alignment and cross-dataset classification 
One important problem that we encountered during the project was that the voltage traces from each 

recording stem from a different set of neurons. Possible reasons for this may be that the micro-electrode 

arrays moved relative to the neurons or that the representations and spike-responses within the brain 

change and different neurons are involved in the coding of the planned action sequence every day. However, 

the change in the recorded neurons implies that classifiers trained in a previous recording session cannot be 

used in a later recording session and a new classifier needs to be trained from scratch in every recording 

session. Consequently, it can be expected that hundreds of “calibration” trials are necessary to reach the 

accuracies evaluated above (using 80% of the acquired data as training set), which is infeasible for an online 

decoding application as desired in the Plan4Act project. 

To solve this problem, we make use of recent scientific findings on the activities of neuronal populations 

from the motor system. Most importantly, as these activities are not independent of each other but heavily 

correlated, the activity of hundreds of neurons spans only a low-dimensional manifold with a few dozen 

dimensions (Gallego et al 2017). This low-dimensional manifold is preserved over different tasks and time. 

Accordingly, although the recorded neurons change between recording sessions, it is possible to re-discover 

this low dimensional manifold in the activities of other neurons in a later session and align the manifolds of 

both sessions (Gallego et al, 2020). With this realignment, a classifier trained on projections onto one 

manifold can be used on the projections to the aligned manifold from another recording session. In UGOE, 

we have analyzed, whether this realignment is applicable for the data that has been recorded by partner DPZ 

and whether it reduces the number of trials that is needed to obtain a good classifier. In the following, we 

describe the workflow – mainly based on Gallego et al. (2020) – that was used for performing this analysis 

on pre-recorded data. We then demonstrate that manifold realignment can indeed speed up the calibration 

process for a pre-trained decoder and is faster than training a new decoder. 

 

Obtaining the low-dimensional manifolds 

As a first step, we determine the low dimensional manifolds by which most of the variance of the neural 

activity can be explained. For simplicity, we assume that these manifolds are linear (i.e., low-dimensional 

hyper-planes in neural activity space). In this case, the manifolds explaining most of the variance can be found 

using principal component analysis (PCA). In order to apply PCA, we use the above-described methods for 

data preparation and concatenate the neural activity data from all time bins in all trials.  Thus, we perform a 

PCA on ntrials · nbins data points from an nchannel dimensional space. We determine the first nPCA principal 

components, which span our manifold, and the projections of the neural activities to this manifolds, which 

we refer to as the data in PCA-space (Fig. 20, panel 1 & 2). We commonly used nPCA=20 components, which 

cover more than 80% of the variance. However, we also verified that the results do not significantly improve, 

when more dimensions are taken into account. We apply this to both the old (day 1) and the new (day 2) 

dataset (Fig. 20, panel 4 & 5). 

 

Realigning manifolds 

For the same monkey, the first nPCA principal components should identify the same low dimensional 

manifold of the neural activities in both datasets. However, the neurons from different recording session 

provide different “views” onto this manifold, such the projected traces may be stretched, rotated, mirrored 

etc. versions of each other (Fig. 20, panel 2 & 4). Thus, in the next step, we aim to determine a linear 

transformation that compensates for this. For this, we select trials corresponding to the same action 
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sequences in both recording sessions and concatenate the PCA-projections of the neural data from these 

trials, thus, obtaining two trial-matched PCA-space data sets. We then use canonical correlation analysis 

(CCA) to determine a linear transformation, which maps each of the datasets into a common CCA-space, 

where the projected data are maximally correlated. Note, by construction both PCA spaces have the same 

dimension such that these linear transformations can be inverted. Hence, CCA provides a direct mapping 

(base transformation) between the PCA spaces from both datasets. Consequently, the PCA-projections of 

data from day 2 can be projected to the PCA space from day 1 and a classifier trained on day 1 data could be 

applied to them.  

 

Figure 20: Sketch of the involved spaces and transformations performed to match data sets from different days 

(adapted from Gallego et al., 2020). The spike-trains from each data set are converted to time-dependent rate-vectors 

and fed into a PCA. The rate-vectors are then projected onto the first n principal components, which span the putative 

latent space. After that, latent trajectories with the same experimental conditions from each day are fed into a 

Canonical Correlation Analysis to identify the linear transformations after which they are maximally correlated. 

Testing classification accuracy for a limited amount of trials 

Gallego et al., 2020 already demonstrated that classifiers trained on the PCA-projections from one day 

can be applied to realigned PCA-projections from another day. However, in that study, the realignment was 

performed using the complete datasets from both days. In the Plan4Act project, however, we face a situation 

where we want to use a classifier from a previous day without recording too many “calibration” trials in the 

current session, such that we do not have access to the full day 2 dataset. Thus, we wanted to test how many 

“calibration” trials for each class of action sequences are necessary to perform a good manifold realignment 

and classification and compare this with the naive training of a classifier on the newly recorded “calibration” 

trials. 

To this end, we first trained a “naive” classifier on a subset of trials from day 2 and evaluated its 

performance on the rest of the day 2 data set. Hereby, we made sure that we sampled the same amount of 

trials for each possible action sequence (indicated on x axis in Fig. 21). To obtain error estimates, the set of 

available trials from the day 2 was sampled 20 different times and then used for classifier training and 

evaluation. We find that, for the walk-and-reach task, this “naive” classifier typically reaches its plateau 

classification accuracy after around 10-15 Trials per class, which amounts to 80-120 trials.  As the monkey is 

not even performing that many trials on some days, this confirms that training a naive classifier is an 

infeasible option.  

Second, we evaluate classification accuracies of classifiers trained in the common CCA space. Hereby, the 

PCA-space for the day 2 data as well as the CCA transformations were based only on the restricted set of 

trials sampled from day 2. We then transformed both the day 1 and the complete day 2 data to the common 
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CCA space, trained a classifier on the day 1 CCA-projections, and evaluated its performance on the day 2  

CCA-projections (light red curve in Fig. 21). We find that this method yields good classification accuracies 

already when only two trials for each target were available. Thus, the manifold realignment method is 

suitable to adapt quickly the Plan4Act decoding network to the set of neurons in the ongoing recording 

session. We tested whether the decoding performance improves, when the classifier in CCA space is trained 

not only on the projected data from day 1, but also on the projections of the available trials from day 2. 

However, these classifiers (light brown curves in Fig. 21) did not perform significantly better than the 

classifiers from day 1 data. 

 

Figure 21: Classification accuracies for discerning the eight possible reach goals. (Green) Perceptron classifier trained 

with the number of samples per class indicated on the x-axis. Around 80-100 trials are needed to reach good 

classification. (Light red) Perceptron classifier trained on a full experimental session from previous day applied to 

new experimental session using manifold realignment based on the number of trials indicated on x-axis. High 

accuracies are reached already after 16 trials. (Dark red) Same as before, but including the manifold-realignment 

transformations in the weight matrix of the classifier. (Light red) Previous day classifier applied to current session 

without manifold realignment (Light and Dark blue) Accuracies reached on the previous day dataset for validation. 

(Brown) Classifier using both the data from previous day as well as the available data from current session. 

One problem of the above method is that the CCA-projections depend on the available day 2 trials. Thus, 

when more and more trials become available, also the CCA space and the CCA projections of the day 1 data 

would change and the classifier would have to be trained again, which is computationally unfavorable. To 

compensate for this, we trained a classifier on the PCA-projections of the day 1 data, which do not change 

over time. Then, we transformed the day 2 data into the day 1 PCA-space space using the current CCA 

transformations. Interestingly, as the transformations obtained from the CCA are linear, their transformation 

matrix can be directly included into the weight matrix of the perceptron classifier (new weights = original 

weights · transformation matrix) to obtain a reweighted classifier that can be directly applied to the PCA-

projections from day 2 (dark red curve in Fig. 21). Note, as this classifier does not need to be retrained, but 

only a matrix multiplication based on the CCA-results is needed, this option is most favorable for online 

application. Evaluating this classifier on the full day 2 PCA-projections shows that it tends to perform even 

better than the classifiers in CCA space. Consequently, this method is used in the online decoding system 

developed by partner SDU. 
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We also tested whether the CCA-transformation is actually necessary. For this, we directly evaluated the 

performance of the PCA-space classifier from day 1 (in PCA1 space) on the PCA-projections from day 2 (in 

PCA2-space, light pink). However, this leads to very low accuracies, indicating that CCA is indeed necessary. 

As another control, we also tested the maximal performance of classifiers in the PCA and the CCA space on 

data from the same day. For this, we split the day 1 data into training and test sets and evaluated the 

classification performances (light and pale blue curves in Fig.21). We find that the resulting accuracies do not 

significantly outperform the accuracies achieved on the data from day 2. However, these accuracies form an 

upper bound for the accuracies, which are achievable, as they mirror the generalization and classification 

capabilities of classifiers trained on the day 1 data (data not shown). 

9. Robustness against distractors 
As a major goal of this deliverable, we want to demonstrate that the readout network is robust against 

distractors. In the previous section, we demonstrated how the decoder can be made more robust against 

variations emerging from ongoing changes in the neural code or the measurement system. In the following, 

we study how a behavioral distractor influences the readout of a planned action sequence. For this, partner 

DPZ performed experiments on the walk-and-reach task where an acrylic glass with a small tunnel hole was 

inserted between the close and the far reach targets. Thus, instead of walking into the direction of the cued 

target, the monkey had to pass through the tunnel and then reach to the cued target. This significantly 

changed the trajectories of the reach movements (see deliverable D1.3 for more details). Hence, the insertion 

of the tunnel can be considered as a distractor of the monkey behavior. In the following, we will investigate, 

whether a decoder that is trained to discern the reach target in normal walk-and-reach trials (i.e., ABC vs 

ABD), can also discern these targets, when the tunnel-distractor is present (ABXC vs ABXD). 

To analyze this, we use data from experiments where the tunnel was inserted and/or removed after a 

number of trials within one recording session. Moreover, we only included reaches to the outermost far 

targets. We then performed the data preparation as described above, but split the trials into one data set 

that contained only trials with tunnel, and one data set containing only trials without tunnel. Moreover, we 

again restricted the data sets to data from one brain area at a time. We then trained our perceptron classifiers 

on one of the data sets and applied it to the other to evaluate the prediction accuracy (cross-condition 

classification, training repeated 5 times for each data point). As before, we repeated this for different time 

shifts relative to behaviorally relevant signals (solid lines in Fig. 22).  For comparison, we also evaluated the 

accuracy of the classifiers on the same dataset. For this we performed a 5-fold stratified cross-validation, that 

is, we split the trials in an 80:20 ratio into training and test sets containing an equal number of trials from 

each class, and then evaluated the classification accuracies (dotted lines in Fig. 22). Finally, to obtain a control 

for the chance level of this classification, we repeated the above procedure after shuffling the reach targets 

of the trials (dashed lines in Fig. 22). With these results, we test whether the cross-condition classification 

performed significantly better than the classification with shuffled targets using a t-test for independent 

samples with unequal variances (stars for significant differences of the mean).  

Our results show that the readout networks are actually capable of decoding the reach target despite the 

presence of behavioral distractor. Specifically, after the onset of the target cue, mostly PRR, but also PMd 

carries predictive information on the reach target, which can also be read out in the presence of the 

distractor. As expected, there is no predictive information in the neuronal activities at that time point. Around 

movement onset, the predictive information in motor cortex rises quickly (dotted lines), but the classification 
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accuracies across conditions only rises for monkey K but not for monkey L. A similar picture emerges for area 

PMd, whereas the best cross-condition accuracies in both monkeys are again observed in are PRR. 

As the readout network has access data from all three areas, we conclude that the decoding of multi-step 

action sequences is indeed robust against behavioral distractors. 

 

 

Figure 22: Classification accuracies around visual cue onset (top) and movement onset (bottom) for classifiers applied 

on trials with and without tunnel (columns). Solid lines correspond to classifiers trained on the other condition, dotted 

lines to classifiers trained on the same condition (split into training and test set). Dashed lines correspond to classifiers 

trained on shuffled targets. Stars mark significant t-tests between cross-condition and shuffled classifiers. 

10. Summary Readout Network 
We have established a workflow to analyze the experimental data from partner DPZ (WP). Given its 

transferability, we used a multi-layer perceptron to search for neuronal signatures of planning across days. 

We find such signatures, especially for the next upcoming action also in the presence of environmental 

distractors.  
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