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1. Overview 
In continuing the research and development of Work Package 2 (WP2) for 2019, we have achieved a 

deliverable with two classes of components. 

The first class of components is the extension of the work on a theoretical model of simple sequences of 

actions from Deliverable 2.1 (D2.1) to complex, or branching sequences of actions. As specified in the DoA, 

such branching sequences serve as the fundamental basis of any planning process with multiple possible 

outcomes. We demonstrate that an unsupervised cortical fragment-like neural network model is capable of 

learning branching sequences, and then “deciding” on a branch upon receiving a cue instructing the network 

to recall the sequence. We examine, to the first order, the process of this recall and the various modes in 

which it can succeed or fail. In the next step, this model will be used to verify experimental decisions being 

taken and to support the selection, training, and testing of the classifier developed in WP3. 

The second class of components is an analysis of the distractor-robustness of rapid recall of learned simple 

linear sequences (which may be thought of as a fundamental part of the planning process). After training the 

network with linear sequences, we then trigger a recall while simultaneously “distracting” the network, and 

examine the results, in the process, arriving at a framework describing the different varieties of distraction 

and their phenomenology. These results serve as a first step in understanding the influence of diverse 

distractors on the execution and, thus, on the prediction of upcoming actions. 

In the following, we will summarize the different components and briefly discuss the links to other WPs of 

Plan4Act. In chapter 2 and 3, we will provide the relevant details of the performed work followed by some 

additional work (chapter 4). Finally, we summarize the here-presented work (chapter 5) and provide an 

outlook about the next WP2-relevant steps (chapter 6). Please note that parts of this report have been shown 

in the 2nd Periodic Technical Report. 

1.1. Development and analysis of complex sequence learning and recall 

The deliverable D2.1 demonstrated the learning, recall, and decoding of simple linear sequences in a 

theoretical or computational model of neuronal and synaptic dynamics - that is, sequences with a limited 

number of elements, and that always present the same elements in the same order (e.g. A-B-C-D-E). In D2.2 

we extended that development to the learning and recall of complex, or branching sequences (i.e. a sequence 

that sometimes goes A-B-C, and sometimes goes A-B-D), which form the basis of many planning and decision-

making processes. We found that our model neural network reliably learns these patterns, and upon a cued 

recall, tends to, on a per-trial basis, favor one or the other of the two branches (C or D) with a per-network-

instantiation bias (i.e. each randomly initialized and trained network tends to favor slightly either C or D). We 

speculated that larger, more complex networks might eliminate this bias, and note that this recall process 

can be considered from several perspectives, including Markov chain Monte Carlo and symmetry breaking. 

In this deliverable, we look for signatures to predict the upcoming element from these patterns, utilizing a 

machine learner to seek to interpret the decision before it is being made. We find “a small amount of 

predictivity”, but not so much as is seen in the primate data (see 2nd PTR and D3.1), and attempt to explain 

this discrepancy. 

1.1.2 Development and analysis of distractor-robustness of simple sequences 

As previously stated, the deliverable D2.1 demonstrated the learning, recall, and decoding of simple linear 

sequences. One of the eventual end goals of Plan4Act is to understand the noise- and distractor-robustness 
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of the planning and decoding process. To this end, we presented in D2.2 a variety of distractors during cued 

rapid recall events (which may be considered tantamount to planning events). We analyzed the effects of 

these distractor signals, and were able to broadly classify two classes of distractors -- “relevant” distractors, 

against which the system is not  fully robust, and which frequently lead to disruption of the planning and / or 

decoding processes, and “irrelevant distractors,” which may add some noise to the system, but to which the 

system is otherwise robust. We proposed a simple set of rules to predict which class an arbitrary distractor 

falls in the case of our cued rapid recall regime. We introduce a slightly cleaner way of looking at these things 

in this deliverable. 

1.2. Link to other Work Packages 

1.2.1. Link to WP1 

We have continued to coordinate with WP1 in protocol design and linkage of our simplified model protocol 

to their primate experimental protocol (which is necessarily somewhat more complex). We also receive data 

from them and use this to inform the design and parameters of our model and to support data analysis as 

reported in the 2nd PTR. 

1.2.2. Link to WP3 

We have provided WP3 with model data, as well as simulation scripts and parameter files so that they can 

produce their own simulated data for pre-training of the software/hardware decoder system. 
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2. Part I: Complex sequence learning and recall 

2.1. Network model 

In the following, we repeat the formulation of our computational model from the previous deliverables, with 

changes where necessary. For more details, please see D2.1. The model is based on the SORN or Self-

Organizing Recurrent Network framework (Lazar et al. 2009, Miner and Triesch 2016). Based on experimental 

data from literature (see Miner and Triesch, 2016), it consists of balanced inhibitory and excitatory neuron 

populations which are sparsely, randomly, and recurrently connected. The neurons are conductance-based 

leaky integrate-and-fire neurons with linear intrinsic firing threshold adaptation (Desai et al 1999). The 

excitatory recurrent synapses are endowed with learning signal-activated spike timing-dependent plasticity 

(STDP; Bi and Poo 1998, Kempter et al. 1999) and a synaptic normalization mechanism. Synaptic 

normalization scales multiplicatively the synaptic strengths such that the sum of incoming synapses to any 

neuron approaches a fixed target value (Turrigiano et al. 1998). Individual stimulus elements are randomly 

assigned to non-overlapping groups of neurons, which are “tuned” to them. All elements of the simulation 

have been implemented in the Brian2 (Stimberg et al. 2014) simulator package via the Python3 programming 

language. 

2.1.1. Neurons and synapses in the model 

As stated before, the neuronal dynamics are modelled as conductance-based leaky integrate-and-fire 

neurons with an adaptive intrinsic firing threshold (Desai et al 1999), which follow the equations below: 

(1)  
𝑑𝑣

𝑑𝑡
=

𝑔𝑙𝑒𝑎𝑘(𝑣𝑟𝑒𝑠𝑡−𝑣)+𝑖𝑒𝑥𝑡+𝑖𝑠𝑦𝑛

𝑐𝑚𝑒𝑚𝑏𝑟𝑎𝑛𝑒
+

𝜎𝑛𝑜𝑖𝑠𝑒 𝜉

√𝜏𝑚𝑒𝑚𝑏𝑟𝑎𝑛𝑒
, 𝑖𝑠𝑦𝑛 = 𝑔𝑎𝑚𝑝𝑎(𝑒𝑎𝑚𝑝𝑎 − 𝑣) + 𝑔𝑔𝑎𝑏𝑎(𝑒𝑔𝑎𝑏𝑎 − 𝑣), 

(2)  
𝑑𝑔𝑎𝑚𝑝𝑎

𝑑𝑡
=

𝑔𝑎𝑚𝑝𝑎

𝜏𝑎𝑚𝑝𝑎
,

𝑑𝑔𝑔𝑎𝑏𝑎

𝑑𝑡
=

𝑔𝑔𝑎𝑏𝑎

𝜏𝑔𝑎𝑏𝑎
 , 

(3)  
𝑑𝑣𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑

𝑑𝑡
= −𝜂𝑑𝑒𝑐𝑎𝑦

𝑖𝑝
, 𝑣 > 𝑣𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 → [𝑣 = 𝑣𝑟𝑒𝑠𝑡 , 𝑣𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 = 𝑣𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 + 𝜂𝑠𝑝𝑖𝑘𝑒

𝑖𝑝
] . 

Equation Set 1 describes the voltage and current dynamics. Here, 𝑣 is the membrane voltage, 𝑔𝑙𝑒𝑎𝑘 is the 

leak conductance, 𝑖𝑒𝑥𝑡 and 𝑖𝑠𝑦𝑛 are the external and synaptic currents respectively, and 𝑐𝑚𝑒𝑚𝑏𝑟𝑎𝑛𝑒 is the 

membrane capacitance of the model neuron. The neuron includes an intrinsic Gaussian noise generator 𝜉, 

with 𝜎𝑛𝑜𝑖𝑠𝑒 being the noise variance and 𝜏𝑚𝑒𝑚𝑏𝑟𝑎𝑛𝑒 being the relevant timescale. 

[𝑔, 𝑒, 𝜏][𝑎𝑚𝑝𝑎,𝑔𝑎𝑏𝑎] are the conductances, reversal potentials, and time constants for the AMPA and GABA 

currents, respectively; the dynamics of which are given by Equation Set 2. 

The intrinsic firing threshold adaptation is described in Equation Set 3. 𝑣𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 is the firing threshold, and 

𝜂𝑑𝑒𝑐𝑎𝑦
𝑖𝑝

 is its decay rate, describing what happens in the absence of spikes. The condition in the second part 

of Equation Set 3 describes the spiking condition (𝑣 > 𝑣𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑). Given that this condition is fulfilled, a spike 

is generated, the membrane potential is set back to its resting value 𝑣𝑟𝑒𝑠𝑡, and the threshold is increased by 

the amount 𝜂𝑠𝑝𝑖𝑘𝑒
𝑖𝑝

. This increase in the firing threshold implies a lower chance of generating a second spike 

directly after the first, controlling the average firing rate. 
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Assuming the existence of a synaptic connection of strength 𝑤𝑖𝑗 from neuron 𝑖 to neuron 𝑗, the conductances 

of neuron 𝑗  are modified as 𝑔𝑎𝑚𝑝𝑎 = 𝑔𝑎𝑚𝑝𝑎 + 𝑤𝑖𝑗 in the case of an excitatory spike, and  𝑔𝑔𝑎𝑏𝑎 = 𝑔𝑔𝑎𝑏𝑎 +

𝑤𝑖𝑗 in the case of an inhibitory spike. 

In addition to simply acting as connections between neurons as described above, the synapses have their 

own dynamics triggered by synaptic plasticity. Synaptic plasticity is the basis of learning and (long-term) 

memory in neuronal systems. Namely, synapses exhibit spike timing-dependent plasticity (STDP), a process 

by which pre- and post-synaptic spike correlations lead to changes in synaptic strength (Bi and Poo 1998, 

Kempter et al. 1999), and synaptic normalization, a multiplicative process by which all incoming connections 

to a given neuron are scaled so that their sum approaches a constant target value (Turrigiano et al. 1998). 

The latter assures that the synaptic dynamics stay within a healthy regime. The dynamics of STDP are as 

follows in Equation Set 4. 

(4)  𝛥𝑤𝑖𝑗 = ∑
𝑁𝑓

𝑓=1
∑𝑁𝑛

𝑛=1 𝑊𝐷(𝑡𝑗
𝑛 − 𝑡𝑖

𝑓
), with 

𝑊𝐷(𝑥) = 𝐴+𝑒𝑥𝑝 (
−𝑥

𝜏+
) if 𝑥 > 0, 𝑊𝐷(𝑥) = 𝐴−𝑒𝑥𝑝 (

−𝑥

𝜏−
) if 𝑥 < 0, 𝑊𝐷(𝑥) = 0 if 𝑥 = 0. 

Here, 𝑖 and 𝑗 are the pre- and post-synaptic indices, 𝑛 and 𝑓 are temporal indices, and [𝐴, 𝜏]+,− are the 

learning amplitudes and time constants for potentiation and depression, respectively. Despite the arbitrarily 

large sums, the time constants and average firing rates involved in our typical operating regime allow us to 

take a nearest-neighbor approximation in software implementation, significantly speeding up simulation 

time of this process. At the same time, upon each STDP-induced weight change, the synaptic normalization 

mechanism is executed, as defined below in Equation 5. Here, 𝑊𝑖 is the vector of incoming weights to neuron 

𝑖, 𝑁𝑖  is the length of that vector, and 𝑊𝑡𝑜𝑡𝑎𝑙 is the target value for the sum of incoming synaptic weights: 

(5) 𝑊𝑖  →  
𝑊𝑖𝑊𝑡𝑜𝑡𝑎𝑙

∑
𝑁𝑖
𝑗

𝑤𝑖𝑗

. 

2.1.2. Network configuration and protocol 

We begin with a population of 𝑛𝐸 = 200 excitatory neurons with absolute refractory periods of 𝜏𝐸
𝑟𝑒𝑓𝑟𝑎𝑐

=

10 𝑚𝑠 and 𝑛𝐼 = 40inhibitory neurons with absolute refractory periods of 𝜏𝐼
𝑟𝑒𝑓𝑟𝑎𝑐

= 2 𝑚𝑠. We recurrently 

connect the excitatory pool (forbidding self-connections) and interconnect the inhibitory and excitatory pool 

(in both directions) with random, sparse connections with 𝑝𝑐𝑜𝑛𝑛𝑒𝑐𝑡 = 0.2. Recurrent inhibitory connections 

are ignored. Recurrent excitatory connections are given an initial strength of 𝑤𝑖𝑗 = 0.5 𝑛𝑆, and all other 

connections are given an initial strength of 𝑤𝑖𝑗 = 1.0 𝑛𝑆. The rest of the shared simulation parameters follow 

in Table 1: 

𝑔𝑙𝑒𝑎𝑘 = 30 𝑛𝑆 𝑣𝑟𝑒𝑠𝑡 = −70 𝑚𝑉 𝑐𝑚𝑒𝑚𝑏𝑟𝑎𝑛𝑒 = 300 𝑝𝐹 𝜏𝑚𝑒𝑚𝑏𝑟𝑎𝑛𝑒 = 20 𝑚𝑠 

𝜏𝑎𝑚𝑝𝑎 = 2 𝑚𝑠 𝜏𝑔𝑎𝑏𝑎 = 5 𝑚𝑠 𝑒𝑎𝑚𝑝𝑎 = 0 𝑚𝑉 𝑒𝑔𝑎𝑏𝑎 = −85 𝑚𝑉 

𝜂𝑑𝑒𝑐𝑎𝑦
𝑖𝑝

= 0.2 
𝑚𝑉

𝑠𝑒𝑐𝑜𝑛𝑑
 𝜂𝑠𝑝𝑖𝑘𝑒

𝑖𝑝
= 0.066 𝑚𝑉 𝜎𝑛𝑜𝑖𝑠𝑒 = 1 𝑚𝑉 𝑊𝑡𝑜𝑡𝑎𝑙 = 20 𝑛𝑆 

𝐴+ = 0.05 𝑛𝑆 𝐴− = 0.05 𝑛𝑆 𝜏+ = 20 𝑚𝑠 𝜏− = 20 𝑚𝑠 

Table 1. Shared model simulation parameters. 
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The protocol consists of five different phases described in the following: 

Warm-up phase: Upon instantiation of a new network simulation, starting with the initialization of variables 

such as membrane potential to random values within their standard operating range, the learning signal is 

given and the network enters a 50 s “warm-up” phase during which the synaptic connections reach a steady, 

drifting state. 

Training phase: Then the “training” phase occurs, during which the stimulus patterns (the network is meant 

to learn) are presented to the network repeatedly. To do this, the excitatory neurons in the network are 

randomly divided into 10 non-overlapping groups of 20 neurons each. The first two groups represent the “A” 

and “B” stimuli, and the third and fourth groups represent the “D” and “C” stimuli, respectively. Each group 

is strongly connected (20 nS) to a high rate (50 Hz) Poisson spike source. For each training block, each Poisson 

source is activated in order for a period of 100 ms, and then deactivated as the next one is activated. For the 

third (C or D) step, one of the two is randomly selected. After all sources have been activated in sequence, a 

700 ms rest period occurs before the next training block. The entire training process lasts 50 s. 

Relaxation phase: After this, the learning signal is deactivated and the trained network enters a “relaxation” 

period of stable spontaneous activity. This allows the adaptive firing thresholds and the spontaneous activity 

patterns to re-equilibrate. 

Readout training phase: For 100 seconds, every 500 ms a synchronous burst of spikes is sent to either group 

C or D. The resulting spiking activity will be used to train the machine learner or rather readout. 

Testing phase: Then begins the “testing” phase, during which cued rapid pattern recalls are triggered 

repeatedly along with the presentation of any other relevant experimental signal. To trigger the recall, a 

synchronous burst of spikes is sent to the first trained group. A rapid recall and decision process (e.g. “C” vs. 

“D”) follows, which will be analyzed further. 

2.2. Complex sequences learning and recall 

Complex sequences are taken to mean sequences with multiple possible paths. Here we use a simple example 

-- a sequence that sometimes proceeds as A-B-C and sometimes proceeds as A-B-D. 

2.2.1. Complex sequence learning 

As previously stated, each stimulus element has a group of neurons assigned or “tuned” to it. The training 

process consists of the repeated presentation (i.e. stimulation of the appropriate neuron group at the correct 

time) of either sequence variant (i.e. A-B-C or A-B-D). An example of this training process is shown below, in 

Figure 1. 
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Figure 1. Spiking activity of the model network during complex sequence training A (red), B (green), C (blue), or 

D (purple). Each dot represents a spike of the corresponding neuron at the specific point in time. 

2.2.2. Complex sequence recall and decision-making 

After the training phase is finished and the learning signal is deactivated, the network maintains a stable 

internal representation of the sequence (based on the synaptic changes). Upon stimulation of element A 

(red in Figure 2), the sequence is rapidly recalled. The recall speed is independent of the training speed and 

occurs on the timescale of milliseconds to tens of milliseconds. This rapid recall can be considered 

analogous to the formation of a plan, which is then passed onto other brain areas for execution at a 

physically reasonable speed. This is shown below in Figure 2. 

 
Figure 2. Spiking activity of the model network during rapid recall of a complex sequence. 
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Notice that one of the branched sequence elements (in this case, element C, blue box, which is tuned with 

neurons 61-80) is more sharply than the other (D, purple box). We consider this sharp replay to be a form of 

symmetry-breaking between representations of C and D, and the basis of decision-making in this simple 

model. 

2.3. Readout and analysis of complex sequences 

Rather than continue to use the winner-take-all firing-rate-based analysis used in D2.2, here we used a 

perceptron from machine learning for our analysis. There are two major reasons for this: i) we wish to remain 

in line with the methods of WP1 and WP3 using perceptrons (see e.g. D3.1 or 2nd PRT). ii) There is no 

possibility to achieve any measure of predictivity by using a purely rate-based readout as considered in D2.2, 

whereas this may is possible with the perceptron method. 

As described in section 2.1.2, we first train a perceptron readout on stimulations of the two decision clusters 

(“C” and “D”, plus a third category for “other” if none of both is active). Please note that it is quite possible 

that the background or “inactive” state occurs much more frequently than either of the decision clusters. 

Thus, the perceptron would have already a relatively high level of performance if it always selects the “other” 

state regardless of the actual state. In order to avoid such a bias, we train the perceptron only on a 2.5-ms 

window immediately before and after each burst stimulation, with spikes grouped into 0.5 ms bins. This 

perceptron forms our “reference” perceptron. 

 
Figure 3. Prediction accuracy as a function of time lag from decision point. With three labels (C, D, and Other) 1/3 

corresponds to chance level. Total replay time is about 5 ms. 

We then enter the testing phase, as described in section 2.1.2. In order to generate labels for this section 

(since we have no way of knowing what the “decisions” of the network actually are), we apply the reference 

perceptron to each trial within a 10-ms window. These labels form our “ground truth” for the decision-

making trials. We then use these labels to train an “experimental” perceptron with different time lags, and 

evaluate the resulting accuracy by seeing what percentage of labels it gets correct (see Figure 3). Typical 

replay time is about 5 ms, and chance values (with three labels) would be 1/3. We see that while there is no 

predictivity before the replay / decision is triggered, around the time that activity in “A” would be starting to 



Page 10 of 24 
 

wind down or rather “B” starts to get activated, we get a steady rise in predictivity up to a value of about 

twice chance, until the predictivity (as expected) spikes at zero time lag. This suggests strongly that, at least 

once the process of recall / decision-making has been triggered, predictive information exists in the neural 

activity. Similar results (albeit on a much slower timescale) are seen in the primate data (see 2nd PTR). 
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3. Part II: Distractor-robustness of simple sequences 

One of the goals of Plan4Act is to understand the effects of distraction on the cognitive process of planning 

and on the decoding of that plan. To that end, we utilize the rapid recall behavior of trained simple sequences 

in our network model to study these effects. Please note that in this section we repeat several elements of 

D2.2 and the 2nd PTR for clarity and context. 

3.1. Simple sequence learning, recall, and distraction 

3.1.1. Simple sequence learning 
The training process for simple sequences is identical to that for complex sequences, except that we always 

present the same five-element sequence A-B-C-D-E, as shown in Figure 4. 

 
Figure 4. Spiking activity of the model network during simple sequence training (A: blue; B: orange; C: green; D: red; 

E: purple). 

 

3.1.2. Simple sequence recall in the control condition 
The control condition, or undistracted recall, is simply the rapid recall of the learned sequence triggered by 

the activation of the first sequence element (cue-triggered recall; see D2.1 for more details). Similar to the 

simple readout for complex sequences, the spike trains for each neuron group are pooled and convolved 

with a 2 ms Gaussian to obtain population rate traces. Peak detection (using the Python module PeakUtils) 

is then performed in a short window around the recall cue (-10 ms to +25 ms). An example spike raster of the 

control condition is shown in Figure 5 and the corresponding histogram of the peak times is shown in Figure 6. 

Successful replays and readouts occur with a rate above 0.95. Please note that the overlaps in the histogram 

mainly emerge from trial-by-trial variabilities in replay timings. 
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Figure 5. Spike raster plot during the unperturbed recall of the simple sequence learned as in Figure 4.  

 

Figure 6. Histogram of timings of peak responses of each element for the simple sequence control condition. 

3.1.3. Distracted simple sequence recall 
We consider in the following four different varieties of a distractor at four different times in the recall process. 

Each of the four varieties is an artificial reactivation of a specific group of neurons: i) the group encoding the 

first element of the sequence (A or “dist 1”); ii) the middle group (C or “dist 3”); iii) the last group (E or “dist 

5”); iv) a group of neurons which do not encode any element of the sequence (a sequence-external distractor, 

or “dist ext”). As the rapid recall process occurs over a timescale of 5-10 ms (Figure 6), the temporal offset of 

each distractor relative to the recall cue can be either 0, 1, 2, or 3 ms. For instance, a distractor dist 3 at time 

2 ms means that during the recall process the neurons encoding element C are artificially activated 2 ms after 

presenting the recall cue. The results over 5 trials per each of the 16 conditions were collated the same way 
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the control condition was. In order to simplify viewing, we plot each condition as a violin distribution plot 

(alongside an example distracted replay figures 7-14). 

 
Figure 7. Distraction results for external distractor (dist ext) with short delays. Violin plot distributions are on the 

left and an example of a distracted replay is shown on the right. A and B are for 0 ms delay and C and D are for 1 ms 

delay. Distractor position is shown by the swirl (where applicable).  

 

 
Figure 8. Distraction results for external distractor (dist ext) with long delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 2 ms delay and C and D are for 3 ms 

delay. Distractor position is shown by the swirl (where applicable).  
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Figure 9. Distraction results for starting distractor (dist 1) with short delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 0 ms delay and C and D are for 1 ms 

delay. Distractor position is shown by the swirl (where applicable).  

 

 
Figure 10. Distraction results for starting distractor (dist 1) with long delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 2 ms delay and C and D are for 3 ms 

delay. Distractor position is shown by the swirl (where applicable).  
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Figure 11. Distraction results for middle distractor (dist 3) with short delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 0 ms delay and C and D are for 1 ms 

delay. Distractor position is shown by the swirl (where applicable).  

 

 
Figure 12. Distraction results for middle distractor (dist 3) with long delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 2 ms delay and C and D are for 3 ms 

delay. Distractor position is shown by the swirl (where applicable).  
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Figure 13. Distraction results for ending distractor (dist 5) with short delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 0 ms delay and C and D are for 1 ms 

delay. Distractor position is shown by the swirl (where applicable).  

 

 
Figure 14. Distraction results for ending distractor (dist 5) with long delays. Violin plot distributions are on the left 

and an example of a distracted replay is shown on the right. A and B are for 2 ms delay and C and D are for 3 ms 

delay. Distractor position is shown by the swirl (where applicable).  
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3.2. Analysis of distractor-robustness 

In order to understand qualitatively the effects of the different types of distractors, we must first understand 

the control condition. Given the distribution of peak times in Figure 6, the fraction of correct trials is 0.96. 

We can see immediately that replay is fairly reliable, with timing variances increasing slightly with each 

subsequent sequence element.  

Comparing this with the array of distracted conditions in Figures 7-14, we observe two distinct types of 

distractor phenomena, which we refer to as “relevant” and “irrelevant” distractors. Relevant distractors are 

those that tend to disrupt the replay order or successful replay of a sequence (e.g., dist 5, 0 ms; Fig. 13), while 

irrelevant distractors are those that tend to merely add noise to a successful replay (e.g., dist 1, 2 ms; Fig 10). 

Examining Figure 7-14, we are able to make the following observations: 

● All internal (i.e. corresponding to trained stimuli) distractors presented early relative to their 

“natural” replay time tend to be relevant distractors; 

● All external (i.e. not corresponding to trained stimuli) distractors, and internal distractors presented 

late relative to their “natural” replay time tend to be irrelevant distractors. 

Certain aspects of these effects have been known at the extreme end of the rapid replay regime (i.e. synfire 

chains) for some time (Gerstner et al. 1993), but this is a partial result from a different perspective, and 

overall, the subject of distracted recall has remained widely unstudied at the network level. 

To quantify further this effect, we developed two measures of distraction: the deviance index and the 

disruption index. The deviance index 𝐼𝑑𝑒𝑣𝑖𝑎𝑛𝑐𝑒 evaluates the difference between mean peak times for the 

control condition and peak times for the experimental condition. As such, it is designed to emphasize the 

overall deviation from the control condition and it is defined as follows in Equation 6: 

(6) 𝐼𝑑𝑒𝑣𝑖𝑎𝑛𝑐𝑒 = (∑  
𝑡𝑛−𝜇𝑛

√𝜎𝑛

𝑁𝑒𝑙𝑒
𝑛=1 ) /(𝑁𝑒𝑙𝑒). 

Here, 𝑁𝑒𝑙𝑒 = 5 is the number of sequence elements, 𝑡𝑛 is the peak time of element 𝑛 for each trial with 

distractor, 𝜇𝑛 is the mean peak time of element 𝑛 in the control condition, and 𝜎𝑛 is the variance of the 

distribution of peak times for element 𝑛 in the control condition. 

The disruption index 𝐼𝑑𝑖𝑠𝑟𝑢𝑝𝑡𝑖𝑜𝑛 evaluates the differences in times between subsequent sequence elements 

(comparing this set of differences for each experimental trial and for the control condition). As such, it is 

designed to emphasize relative rather than absolute disruption of sequence recall. The definitions of the 

variables are the same as for 𝐼𝑑𝑒𝑣𝑖𝑎𝑛𝑐𝑒 and it is defined in Equation 7 as follows: 

(7) 𝐼𝑑𝑖𝑠𝑟𝑢𝑝𝑡𝑖𝑜𝑛 = (∑  
(𝑡𝑛+1−𝑡𝑛)−(𝜇𝑛+1−𝜇𝑛)

√𝜎𝑛

𝑁𝑒𝑙𝑒
𝑛=1 ) /(𝑁𝑒𝑙𝑒 − 1). 

We present below the arrays of disruption and deviance index values for the various experimental conditions 

(Figure 15). 
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Figure 15. Disruption and deviance index for different types of distractors. 

We observe that the external distractor (i.e. dist ext) leads to a minimal disruption and deviance compared 

to other types of distractors. Please note that in a real-world experimental setting, we expect that the 

external distractor would have the highest chance to occur. Any distractor (with the exception of dist 1, i.e. 

the starting distractor) presented near the end of the replay also has a relatively low disruption and deviance. 

Conversely, we see that the strongest effects come from the distractors at the middle (dist 3) or end (dist 5) 

positions of the sequence, and that said effects are strongest when the distractors are presented at the same 

time as the recall cue. This further confirms our initial evaluations and subsequent predictions regarding what 

kind of distractors are "relevant" and "irrelevant" and that, in general, the dynamics (and therefore the 

decoding) are to a large extend robust against distractors. 

We wish to consider briefly what phenomenology leads to these results. We first will discuss the case of the 

so-called irrelevant distractors, as it is relatively straightforward to consider its phenomenology. By 

introducing additional activity into the network (by the irrelevant distractor) that is uncorrelated in a 

meaningful way with the recall process, the distractor and its reverberations add only noise to the ongoing 

dynamics, which does not strongly affect timing and readout precision. The case of the so-called relevant 

distractors is more complex -- what network phenomena make it so disruptive to the replay process? When 

a group of similarly tuned neurons is activated simultaneously, several things happen: First of all, a brief 

refractory period exists for the activated neurons, preventing immediate reactivation. On a slightly longer 

timescale, several mechanisms conspire to continue to prevent rapid reactivation of the neuron group in 

question, including inhibitory activation and the raising of the neurons’ firing threshold via intrinsic plasticity 

(see Equation 3). At the same time, after sufficient conduction and integration time, if the activation has been 

strong enough, the next group of neurons in the trained sequence activates as activity propagates through 

the network. Thus, by activating e.g. the middle group at the time the recall cue is provided, parts of the 

sequence can be activated before they should be active. Furthermore, due to the refractory period, intrinsic 

plasticity and/or inhibition, the accidentally activated elements cannot be activated later, when they should 

have been activated by the normal succession of the sequence. However, when untrained neurons are 

activated as a distractor, this does not tend to activate (via secondary pathways) a trained group with 

sufficient coherency for these processes to occur. Similarly, when a trained group of neurons is stimulated 

when it is already in the described post-activation state (i.e. late and out-of-sequence), its recurrent self-

 ext  ext 
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excitation and tendency to propagate activity is highly suppressed, which impedes the distractor-induced 

perturbation of the sequence. On the other hand, if a group is stimulated early and out-of-sequence, it tends 

to induce all the described effects, disrupting any sequence replay that was already occurring or about to 

occur. 

In summary, our results show that different types of distractors and their properties (here their offset 

according to the recall cue) have different levels of influence on the ability to recall a sequence of actions. 

Namely, we can predict which type of distractors become behaviorally relevant or irrelevant. This prediction 

has to be verified experimentally together with the partner DPZ. Furthermore, the question arises how a 

classifier can reliable predict the upcoming actions despite such distractors which can naturally arise in a real-

world scenario as a smart house. In such a smart house environment, these distractors can be unexpected 

changes of, e.g., light conditions or the opening of doors by other persons. However, our model predicts that 

these distractors should not significantly influence the readout as long as the unexpected changes are not 

part of the sequence of actions. 
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4. Additional work 
In addition to the central research line, we have explored the question of how many neurons are needed to 

decode a stimulus or behavior in the model. This is an important question, as the primate data naturally 

subsamples from the total neural population of the brain areas in with the electrodes are implanted and it is 

valuable to have an idea of how much information we miss through this subsampling. 

For this, we measure the decoding performance of a readout trained by machine learning techniques (again, 

a perceptron) as a proxy for available information. We use as well a larger network (1000 excitatory neurons 

with input groups of 40) in order to give us a larger range over which to examine. We train two networks: 

one with sequences (the same as our standard “simple sequence” protocol but scaled up for the larger 

network) and one randomly (i.e. with the same input groups but presented in random orders rather than in 

a repeating sequence). 

We train our perceptron on activations of each stimulus group and then cross-validate against this. We do 

this from a variety of perceptrons having a variety of input sizes, ranging from perceptrons that sample from 

the entire network to perceptrons that sample from merely two randomly selected neurons. As well, we 

repeat this for varying lengths of training times in order to determine the degree to which the readout is 

improved by the network’s self-organization (see Figure 16). 

 
Figure 16. Readout performance for various readout sample sizes (x-axis; neurons are randomly selected) and 

network training times (different colors). Top: random training; Bottom: sequence training.  

We can immediately draw to distinct and strong conclusions. The first is that the self-organization of the 

network during training increases the ease with which the readout can decode the network’s activity. The 

second is that the readout only needs 50-100 randomly selected neurons in order to decode the network’s 

activity with the same level of accuracy achieved by considering the spiking dynamics of the entire network. 

Curiously, repeating a similar experiment on the original smaller network (200 excitatory neurons) leads to a 

similar cutoff, suggesting that the required number of neurons (50-100) is not a network size effect. 
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Performing a similar study (after training) with a subset of the primate data from WP1, we see somewhat 

better decoding performance, but still observe a drop-off of the same overall shape around a neuron 

subpopulation of a similar order of magnitude (see Figure 17), which is a highly encouraging result. This 

subsampling effect will be a focus of future research alongside Plan4Act. 

 

Figure 17. Readout performance for various readout sample sizes (and brain areas) in primate data.  
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5. Summary 
We have continued to develop and analyze the neural network model with a two-pronged approach. First, 

completed to the degree that the project requires, we conducted research on simple sequences, including 

their learning and recall, and distraction or perturbation during the latter process. Second, we have extended 

the learning of simple sequences to complex sequences, confirmed that they can be learned, and confirmed 

that decisions or plans, as such, can be fairly reliably executed within the model. We have as well 

demonstrated that we can predict the upcoming sequence element from the simulated neural activity. 

Similar to experimental data, this prediction becomes better the closer the system is at the decision point. 

Furthermore, all these results support the usage of a perceptron to analyze the primate data. 
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6. Future work 
The simple sequence work is, for all intents and purposes, finished to the degree that the project requires it, 

though we may continue to make additional refinements (e.g. regarding timescales). We will be providing 

WP3 (SDU) with data from the non-destructive (irrelevant) distraction conditions so that they can make their 

classifiers or decoders more robust to this type of noise. For the complex sequences, we will continue to 

refine the model to provide more reliably strong decisions, and as well introduce distractors into the complex 

sequence scenario, while continuing to develop our methodology for proactive and predictive decoding 

possibilities for the complex decision model in order to reach the ultimate proactive decoding goals of 

Plan4Act. 
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